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Abstract

This thesis introduces a transformer-based text compression model that is able
to efficiently operate on dense, compressed sentence representations. This is
achieved by incorporating an artificial bottleneck into the BERT architecture.
The model includes sentence-level transformer blocks that require only a 768
or 1024-dimensional embedding, representing an entire sentence, to reconstruct
the masked-language-modeling objective. Consequently, the model serves as a
general-purpose, encoder-only model.

With this approach, the model can achieve a text compression rate of up to 128x
compared to the traditional BERT model. An additional benefit of the approach
is that the model can do language modeling on a sentence level. This results in
better perplexity scores than BERT.

Our approach achieves scores on the GLUE benchmark close to those of the
BERT model while having roughly the same number of parameters. The most
efficient configuration of the model achieves a speedup of up to 45% compared
to BERT, potentially giving the model the capability of extending its context
window to 8192 tokens or even more.

The model is implemented in the Crammed-BERT framework, making it train-
able on a single A6000 GPU in approximately 5 days.
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CHAPTER 1

Introduction

1.1 Language Modeling

With the advent of the transformer architecture [1]|, language models have ex-
ponentially increased in size. Starting with GPT-1 (110 million parameters) [2]
in 2018 to GPT-3 [3] or Google’s PaLM [4] (175 billion, 540 billion respectively)
in 2022. This corresponds to a more than 1000-fold increase in the number of
parameters in four years.

Recently it seems like the NLP community has focused on improving the LLMs’
efficiency with approaches like the Mixture-of-Expert models [5] (like Mixtral [6])
or by improving the training signals (like Orca 2 [7]).

However, despite major efforts to reduce the footprint of the LLMs, all LLMs
operate on (sub)words. Each of these subwords is represented with one embed-
ding. In the case of GPT-3, one such embedding has a dimension of 12288. Even
with newer, more efficient models, like Mixtral, the dimension of the embeddings
is still 4096. According to Huggingface !, the Mixtral model can directly be
loaded in half-precision (i.e. float16). Therefore, each subword has a size of SKB.
If we use Mixtral with 4-bit quantization, each token would still be represented
by an embedding with a size of 2KB. Thus it seems like we hit a natural limit by
just trying to decrease the precision of the models.

In addition to the memory needed for each embedding, the processing of
subwords during a forward pass also needs to be considered. In deep learning
architectures, the embeddings are multiplied with matrices over and over again
and since matrix multiplication is an expensive operation, the length of the se-
quence maintained during the forward pass has a direct impact on the efficiency
of a language model. This is especially relevant for transformer-based models,
whose attention mechanism scales quadratically in the length of the input. Con-
sequently, if the length of the sequence could be reduced it would have a drastic
impact on the efficiency of such architectures.

"https://huggingface.co/docs/transformers/en/model_doc/mixtral
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Going beyond subwords. The goal of this thesis is to find a deep learning-
based approach, which compresses enough meaning into sentence-level embed-
dings, such that these embeddings can be used to solve NLP tasks. If there is a
way to do that, there are two major ways that it could influence the NLP land-
scape.

First and foremost, it would mean that we could do NLP on sentence level.
This would imply that only one embedding would need to be processed to solve
sentence-level tasks like GLUE [8], for instance. This would have a major impact
on the efficiency of language models. A quick look at a subset of the Wikipedia
dataset [9], shows that on average a sentence is made up of 26 subwords. If the
sentences could be compressed into one embedding of the same size, this would
be a compression of factor 26.

On the other hand, it could potentially make it possible to process longer se-
quences with no significant increase in model size. One major advantage of
LLMs is their ability to process longer sequences. Mixtral for example has a
context size of 32k tokens. Some commercial LLMs like GPT-4 [10] or Gemini
[11] claim to have a context size up to 10 million tokens. The hypothesis here is
that the sentence embeddings can be processed by a transformer network in the
same manner as subword embeddings. Hence, training a transformer model with
an input length of 128 would mean that whole paragraphs up to 128 sentences
could be processed in one go. Assuming that an average sentence consists of 26
tokens, it would mean the resulting model has a context size of 3328 tokens with
the parameter count of a normal BERT [12] model.

This thesis focuses on the masked language modeling objective and builds upon
the BERT architecture.

1.2 Thesis overview

Chapter 2 discusses related work which influenced design decisions of this thesis
and helps understand the whole field better. It also introduces related compression-
based language models which are used as baselines to compare against.

Chapter 3 provides both a high-level overview and a detailed description of the
approach. It also outlines the data preprocessing steps.

In Chapter 4, the performance on language modeling tasks is discussed and com-
pared to different baselines described in Chapter 2.

Chapter 5 discusses the results of multiple efficiency and speed measurements of
the developed models. These are also compared to baseline models.

To conclude the thesis, chapter 6 reviews the results, discusses the limitations of
the approach and provides some ideas for future work.



CHAPTER 2

Related Work

2.1 Efficient Language Modeling

A lot of effort is being put into improving the efficiency of large language models.
As described in Chapter 1.1, there’s a trend towards larger and more memory-
and compute-intensive language models. Hence, the NLP community has devel-
oped a lot of different approaches to make LLMs more accessible. The recently
published survey paper “The Efficiency Spectrum of Large Language Models: An
Algorithmic Survey” [13| has a comprehensive overview of all the different aspects
of LLM efficiency. In this chapter, the different aspects are only explained briefly.
For the interested reader, the above-mentioned survey paper is a good starting
point.

The authors of that paper put the different aspects of efficiency into five different
groups:

e Budget efficiency (mainly about scaling laws)

e Data efficiency (including Data filtering, active learning & curriculum learn-
ing)
e Architecture efficiency (including Efficient attention & sparse modeling)

e Training & Tuning efficiency (including Mixed precision training, Parameter-
efficient fine-tuning, etc.)

e Inference efficiency (including pruning, distillation, quantization & low-
rank decomposition)

Taking these groups as a basis, the work in this thesis can be put into both
groups architecture efficiency as well as inference efficiency. It’s important to
note that this is just an attempt to somehow classify the different approaches.
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2.2 Compression-based approaches

As can be seen from the previous section, there’s not a lot of attention in the
research community on sentence-based NLP. Nevertheless, there are many similar
research directions.

2.2.1 Distillation for language models

A very successful approach to training efficient language models is distillation
[14]. Distillation is the process of compressing the knowledge of a larger model,
called the teacher model, into a smaller one, called the student model. To achieve
this, the student model tries to predict either the logits or the softmax outputs
of the teacher model. Note that the teacher model is a model that is already
trained on a task and achieves a good performance on it.

In DistilBERT [15], the authors apply distillation to BERT by training a student
model that has the same architecture as the original BERT model but with half
as many layers. They can retain 97% of BERT’s performance with 40% fewer
parameters.

The authors of MobileBERT [16] build upon the distillation technique used in
DistilBERT. They enhance this approach by integrating bottleneck layers into
the architecture, with which the hidden dimension of the model gets decreased
to achieve an even smaller model size. The resulting model is 4.3 times smaller
than BERTgasg and 5.5 times faster while achieving competitive results on NLP
benchmarks.

In the paper “Well-read students learn better” [17|, the authors show that it
is beneficial to first pre-train a model with a small architecture and then do
knowledge-distillation on that model instead of doing knowledge-distillation only.

2.2.2 Sentence compression

Somewhat related to the topic of this thesis is the field of sentence embeddings,
i.e. learning meaningful representations of sentences, which in turn can be used
for downstream tasks. This can also be seen as some kind of compression since
whole sentences are stored in one vector. The goal is to learn a fixed-size vector
space in which sentences with similar meanings are close to each other. These
approaches are usually evaluated with semantic textual similarity tasks or transfer
learning tasks.

SentenceBERT [18| achieves meaningful sentence representations by modifying
the original BERT architecture with siamese and triplet network structures. A
major drawback of this and similar methods is the fact that they need labeled
parallel data to be able to fine-tune their model on sentence pairs. TSDAE [19]
solves this problem by using a denoising autoencoder. It works by adding noise
to the input sentence (either deleting or swapping tokens in the input sequence)
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and then learning to reconstruct the input. It does that by having a transformer
encoder that encodes the input into a fixed-size vector that is fed into a decoder
trying to reconstruct the input sequence.

The authors of the paper “Sentence Bottleneck Autoencoders from Transformer
Language Models” [20] use a similar setup. They also use a denoising autoencoder
with a transformer-based encoder that compresses the input into a fixed-size
vector z, which is then fed into a transformer decoder layer. Somewhat novel
is their proposed gating mechanism (similar to the one in LSTMSs) to solve the
problem where only one single representation is given to the decoder. The model
is evaluated on sentence classification, sentence similarity and sentence generation
tasks. To make the training converge faster, the encoder model is initialized with

the weights of RoBERTa [21].

2.2.3 Sentence-level NLP

Research in the field of sentence-level NLP tries to design models that can cap-
ture higher-level information of text. E.g. sentences and the relationships among
them. The authors of SLM [22] propose a Sentence-Level Language Model that
uses a hierarchical transformer to reconstruct the order of the input sentences,
which have been shuffled.

In 23] the authors present a transformer-based model with the goal of generating
more fluent stories. The proposed model does this by treating the story so far
as a sequence of pre-trained sentence embeddings. The task of the model is to
predict the next sentence embedding. This is treated as a standard classification
task by presenting the model N candidate sentences of which only one is the
actual next sentence in the story.

2.2.4 Efficient transformer architectures

A major disadvantage of the transformer architecture and self-attention in partic-
ular is the quadratic time- and space-complexity in the length of the input. While
there has been groundbreaking research in this field (with a huge practical im-
pact), like Flash Attention |24], the focus of this chapter lies on the improvement
of the transformer architecture as a whole.

Funnel transformer

Funnel transformer [25] tries to solve the problem of “maintaining full-length
token-level presentations” which BERT-like architectures do. The architecture
gradually decreases the hidden size of the token representations during the for-
ward pass. The saved compute can in turn be used to make the model deeper.
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Funnel-Transformer outperforms the standard Transformer on many tasks while
needing comparable or fewer FLOPs (floating point operations per second).
This is achieved by introducing pooling layers during the encoding step, which
shorten the representations along the sequence dimension. The shortened repre-
sentation is used as the query vector of the self-attention mechanism, while the
unpooled representation functions as the key & value.

For the decoding step, an up-sampling operation is used, which repeats each hid-
den vector. Importantly, since all of these vectors contain the same information,
a residual connection is used which adds the last representation of the full-sized
vector of the encoder to the upsampled representation. This in turn makes the
training easier and lets the model converge faster.

For downstream tasks where no token-level prediction is needed, the decoder is
not used.

Hierarchical transformers

In [26], the authors use a very similar approach as in the Funnel transformer
paper, but in contrast to that, their Hourglass architecture is autoregressive.
They show that their architecture can efficiently handle longer contexts.

Lite Transformer

The Lite Transformer architecture [27| aims to create an efficient transformer
architecture by combining CNNs and traditional Multihead-Attention layers,
which the authors call Long-Short Range Attention (LSRA). CNNs allow the
model to efficiently extract local information, whereas the Multihead-Attention
layers maintain the Transformer architecture’s strength in modeling complex,
long-range dependencies.

2.2.5 Hierarchical representation of language

A related line of research tries to make use of the hierarchical forms of language
by adding an inductive bias to the model. This is often done by first processing
words or subwords, which are summarized in single sentence embeddings. These
sentence embeddings are then further processed to get a representation of multiple
sentences, often called documents in the literature.

Hierarchical Attention Networks for Document Classification

Early work on hierarchical representation learning is done by [28]. The authors
use a Gated Recurrent Unit (GRU) [29] with an attention mechanism to encode
the text on a word level. These hidden, contextualized representations of words
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are then used as input for the next layer, which processes multiple such sentence
embeddings to classify documents.

Document-Level Neural Machine Translation with Hierarchical Atten-
tion Networks

The work of [30] is very similar to [28], but instead of a GRU, Multihead-Attention
is used. Alongside this, a “Context Gating” mechanism is used to regulate the
information at a sentence and document level.

HIBERT

HIBERT [31] uses sentence-level embeddings to encode whole documents and
utilizes the document representations to do document summarization. They use
a transformer-based sentence encoder to represent each sentence in a document
by one vector followed by a document encoder (also transformer-based) to learn
sentence representations given surrounding sentences as context. For the repre-
sentation of a sentence, the last token of a sentence is taken (i.e. the EOS token).
To force the model to use attention on the sentence level, 15% of the sentences
are randomly masked (like in BERT, but on a sentence level). By “masking sen-
tences” the authors mean that all of the words in a sentence are masked. This
approach is the one that is most related to the work in this thesis.

A Discourse-Aware Attention Model for Abstractive Summarization
of Long Documents

In [30] an encoder-decoder bi-LSTM [32] network is proposed in which the en-
coder is a hierarchical RNN encoding whole documents. Their “discourse-aware
decoder” can attend to the words in the document and also to the relevant “dis-
course sections”, which they call the encodings of the sentences in the source
document. This approach is used for abstractive summarization of documents.

Hierarchical Learning for Generation with Long Source Sequences

The authors of [33] propose a Hierarchical Attention Transformer-based architec-
ture (HAT) which extends the original transformer architecture with a “Hierar-
chical Learning” component on top of the encoder as well as in the decoder. They
include beginning of sequence (BOS) tokens at the beginning of each sentence
in the input. The hidden representations of these tokens are then fed into the
hierarchical component of the encoder. The output of this component is fed into
its counterpart component in the decoder part of the transformer.
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2.3 Evaluation of Language models

Language models are usually evaluated on a variety of downstream tasks. These
tasks can cover a lot of different aspects of language (text classification, machine
translation, coding tasks, math problems, commonsense reasoning, etc.).

2.3.1 GLUE Benchmark

In this thesis the GLUE benchmark [8] is used to evaluate the performance of
the trained models. It is one of the most widely used benchmarks and consists of
multiple different tasks, all related to language understanding. Hence, it is well-
suited to compare the performance of our model to other pre-trained language
models. The different tasks are the following:

e CoLA: English acceptability judgments from books and journals on lin-
guistic theory. The goal is to predict if a given sentence is linguistically
acceptable or not. Thus, it’s a binary classification problem but evaluated
with the Matthews correlation coefficient.

e SST-2: Sentences from movie reviews with a binary label (positive/nega-
tive)

e MRPC: Given two sentences, the goal is to predict whether these are se-
mantically equivalent.

e QQP: A collection of question pairs from Quora. The goal is to predict if
a pair of questions are semantically equivalent.

e STS-B: A collection of sentence pairs, where the task is to predict a simi-
larity score between 1 and 5.

e MNLI: Given a premise sentence and a hypothesis sentence, the goal is to
predict whether the premise entails the hypothesis. There are three labels
for this task: entailment, contradiction and neutral.

e QNLI: For each sample, there’s a question and a sentence. The task is to
determine whether the sentence entails the question or not.

e RTE: Given two sentences, the task consists of predicting whether the first
sentence entails the second.

e WNLI: Same task as RTE.
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2.3.2 Evaluation of computational resources

Since the goal of this work is to come up with an efficient (sentence-level) archi-
tecture, we also compare the model to BERT based on FLOPS (Floating point
operations per second) ! & MACs (multiply-accumulate operations) 2. More-
over, the actual time spent processing is measured to get a better picture of the
efficiency of this approach.

2.3.3 Perplexity for masked language models

In addition to the two above-mentioned evaluation schemes, the models are also
evaluated using the perplexity [34], defined as follows:

X
PPL(X) — exp{—% 3" 1og paailo)} (2.1)

Where X = (zg, 21, ..., 2¢) is a sequence of words, pp(x;|r<;) denotes the proba-
bility for a word z; given all previous words in the sequence and 6 are trainable
parameters. A caveat of this definition is that it is only applicable to autore-
gressive models, which do not have access to tokens x,,, where m > i. Since the
language model in this work is a masked language model, it has access to the
whole word sequence at once. Therefore we use the definition of [35], which the
authors call pseudo-log-likelihood scores (PLL):

Ry
PLL(X) = 3 log po(el X,.) (22)
t=1
po(x¢| X\¢) is the (masked language model) probability of token z; given all other
tokens in the sequence X.

The perplexity is low if the probability of a given token is high. Hence, in
general, we strive to train language models which achieve a low perplexity.

2.4 Training Data & Implementation

For all of the pre-trainings in this work the BookCorpus [36] and English Wikipedia
are used, which are also used for the original BERT pre-training.

The whole approach is implemented within the Crammed-BERT [37] framework
3. This is done because the framework provides a way to train a BERT model

"https://en.wikipedia.org/wiki/FLOPS
*https://en.wikipedia.org/wiki/Multiply%E2%80%93accumulate_operation
3code forked from https://github.com/JonasGeiping/cramming
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within one day on consumer-grade hardware, hence it facilitates fast iteration and
it doesn’t need as much resources. Furthermore, it provides all of the necessary
building blocks like transformer encoders, embedding layers, etc. Therefore it
makes sense that the data preprocessing for baseline models is directly used from
that framework. For our approach, we use the same data, but since our approach
operates on a document level, we have to implement our own data preprocessing.
We keep the maximum length of input sentences at 128 tokens since the whole
Crammed-BERT setup is designed to work best that way. More info regarding
data preprocessing can be found in section 3.2.



CHAPTER 3

Approach

The architecture of the model is very similar to BERT, but with the difference
of having an artificial bottleneck to force the model to learn dense sentence rep-
resentations. It also has elements of an autoencoder, since the model is trained
on a masked language modeling objective (like BERT), but it has to predict all
masked tokens in a sentence from just one hidden vector. This task is harder
than the BERT task, since in the BERT architecture, a hidden vector for each
input token is maintained throughout the whole forward pass.

For the remainder of this thesis, the terms documents and paragraphs are used
interchangeably. Both refer to a collection of related sentences.

3.1 Architecture

As discussed in section 1.1, this thesis focuses on sentence-level language modeling
with the potential of processing whole paragraphs or documents at once. There-
fore, the highest level of abstraction we have to maintain is at the document or
paragraph level. In contrast, traditional methods simply involve storing sequences
of tokens. This can be viewed as augmenting the data with an extra layer, creat-
ing a new, additional dimension. Instead of sequences X () — (20, 1,22, ...y Tn)
containing n tokens, this model processes documents D, which themselves contain
sequences of tokens X (#).

D; = (xO x®  x(m)

= ((x(()o),:ngo), - x;%)), (33(()1), xgl), ey l’,glll)), ey (a:(()m), xgm), - ac?({;)))

(3.1)

As can be seen in figure 3.1, we start with documents as the basis. These doc-
uments are preprocessed such that each document is processed as a whole unit.
This is necessary since during the forward pass, the model needs to keep track
of which sentence belongs to which document. Otherwise, attention between
sentences (within a document) wouldn’t be possible.

11
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Sentence encoder

Documents

(Attention between tokens)

Sentence

representations

Decoder

Document encoder

Head

(Attention between sentences)

Contextualized
sentence
representations

Figure 3.1: Simplified overview of the architecture.

1. The individual sentences are processed by the sentence-level encoder, which
outputs representations for each sentence. This step applies the attention
mechanism on a token level to capture relationships between tokens within
a single sentence. The output of this step is a list of sentence embeddings
for each document.

2. The sentence embeddings of the previous steps are fed into the document-
level encoder. The job of this encoder is to capture any relationships be-
tween the sentences. The output can be thought of as contextualized sen-
tence representations. This is also the component from which speed gains
come. Since whole sentences are processed as one single unit (i.e. one
vector), this operation is very efficient.

3. The contextualized sentence representations are then fed into the decoder
part of the model, which is responsible for reconstructing the individual
tokens from the input such that the masked language modeling loss can be
calculated.

All of the orange boxes are regular transformer encoder blocks. The decoder
is also a transformer encoder (although it’s called a decoder) since it has a similar
job as the decoder in an autoencoder. It’s worth mentioning that a hierarchical
encoding is done with this architecture by first encoding the sentences and then
using the sentence embeddings to encode whole documents, similar to approaches
described in section 2.2.5.
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3.1.1 Fine-tuning & Inference

The decoder is not used for inference as well as fine-tuning on downstream tasks.
Usually, the output of the document encoder is passed through a feed-forward
layer with the number of output neurons needed to solve a specific task.

3.1.2 How can the standard transformer blocks handle the 3D
data?

They can’t. However, since the architecture consists of a sentence-level encoder,
the input documents can be reshaped such that each sentence is processed indi-
vidually by the sentence encoder. 3.2 shows a detailed version of a forward pass
through the architecture. Here d is the number of documents in the batch, n
is the number of sentences in each document, ! is the maximum length of the
sentences (which is capped at 128 tokens) and h is the hidden dimension (the
size of the embeddings).

The following steps describe an exemplary forward pass depicted in figure 3.2
with three documents as input.

1. Starting with a batch D € R¥"*!*h consisting of three documents, the
first step is to flatten the data along the first dimension to get a list of
sentences € R(@m)xIxh,

2. Now the data is ready to be applied to attention on a sentence level. Each
sentence is processed separately. There is no explicit information to which
document each sentence belongs.

3. The next step is to take the first b embeddings of each processed sentence
as a representation for each sentence. Most of the time (and also for this
example), the representation of the first token is taken (the representation
of the BOS token). This implies that the bottleneck size directly depends
on the size of the hidden dimension. The result is a two-dimensional tensor
of shape (d - n) x h. This 2D array is reshaped back into document-level.
But since each representation of a sentence consists of only one element,
it’s now possible to pass it through a transformer. Comparing it to the
initial input, we basically got rid of the length dimension by compressing
each sentence of length represented by a 2D tensor [ x i into just one vector
of dimension h.

This is the step where the efficiency comes into play. Since we can operate
on just one embedding representing the whole sentence instead of 128 em-
beddings, this block is a lot more efficient than the sentence-level encoders.
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4. Passing the documents through the document encoder results in sentence

embeddings that have context from the other sentences in the same docu-
ments. It’s reshaped back to sentence level and the output for each sentence
is repeated [ times. Although this doesn’t add any information, experi-
ments showed that it works slightly better compared to just padding with
zero values. This representation is passed through the decoder with a lan-
guage modeling head on top to predict the masked tokens.
Note that, unlike the funnel transformer architecture, this approach does
not need a skip connection from the full-sized hidden representations to
make the decoding easier. We want the architecture to be able to recon-
struct the MLM objective only from one embedding.
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Figure 3.2: Detailed overview of the architecture.
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3.2 Data preprocessing

Given a list of documents, the first step is to split up the given documents
into sentences (sometimes also called sentencizing). For the sentencize step the
tokenize.sent_tokenize () method of the nltk library [38] is used. After that,
the individual sentences are tokenized into subwords. The documents are then
treated as single training samples, the same way as text sequences in traditional
pre-training are treated.

Since the Wikipedia and Bookcorpus datasets both can have very large docu-
ments, the number of sentences for each document is capped at 64 to make the
training a bit easier. This means that the theoretically maximal context size of
this model is 8192 tokens (128 tokens per sentence times 64 sentences per docu-
ment). The whole process is schematically visualized in figure 3.3.

There are some tricks needed during the preprocessing which make the reshaping
operations shown in figure 3.2 work efficiently:

e Each batch consists of documents with the same number of sentences. This
is necessary such that the reshaping operations discussed in the previous
section can be handled efficiently. Also, if that wouldn’t be the case, there
could be batches in which one document has only one sentence, and another
one has 64. Hence, the document with only one sentence would have to be
padded with 63 empty sentences, which in turn would make the forward
pass make a lot of unnecessary calculations.

e To better control the size of the batches, we defined a constraint that helps
fill up batches with documents up to a pre-defined maximum number of
sentences. We defined n,,4; as the total maximum number of sentences
in a batch (over multiple documents). For a group of documents, each
consisting of n sentences, the maximum number of documents d,,q; in a
batch is constrained by:

n
dmax S UL (3'2)
n
During preprocessing the documents are grouped into lists of documents
such that equation 3.2 is satisfied.
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Sentencize Tokenize 102, 1177, .., 103
—> . _— B

Documents

102, 5007, ..., 103

Figure 3.3: Preprocessing steps

3.3 Pre-training details

All of the models were trained with a one-cycle learning rate schedule [39] for
2/000'000 steps with a peak learning rate of 0.001. As an optimizer, AdamW
[40] was used with weight decay 0.01, ¢ = 172, 3 = (0.9,0.98). For the rest of
the hyperparameters, the default values of the Crammed-BERT framework were
used.

For the THF model (short for Thoughtformer), we’ve chosen the format (s,-
de-d), to describe the number of sentence encoder layers (s.), the number of
document level encoder layers (d.) and the number of decoder layers (d). Since
the decoder layers are not used for downstream tasks, it makes sense to directly
compare a BERT model with n layers to a THF model with n = s, + d.. But
of course, it also makes sense to compare architectures with different numbers of
encoders.

Training for the largest model (i.e. the (12-4-4) configuration) took 5 days
on a single A100 GPU and the (6-2-4) configuration was finished in roughly 3.5
days, also on an A100 GPU.



CHAPTER 4

Experiments on Language
Modeling

4.1 Attention over sentence embeddings

In section 1.1 it’s stated that with an encoder that can operate on a sentence
level, it would be possible to apply attention on a document level. Unfortunately,
without a loss function that explicitly forces the document-level encoder to train
the sentence-level attention mechanism, fine-tuning does not work if the input is
split up into individual sentences. This can be seen in table 4.1. Surprisingly,
it works if the whole input is packed into one input sentence, even though the
model is trained on individual sentences. Note that the MRPC task is a binary
classification task with a class balance of 31% for one class and 69% for the other
class. Therefore, having an accuracy of 69% is the same as random guessing.

We've tried two different approaches to force the document-level encoder to
learn relations between sentences. Both are discussed below.

4.1.1 Masking sentences

Inspired by the HIBERT paper [31], we've tried to mask whole sentences for a
fraction of the training samples. The intuition behind this idea is that (some)
of the words in the masked sentence can be predicted based on the surrounding
sentences.

Since the fraction of sentences to mask is a hyperparameter, different values were
tested (15%, 20%, 50%). The rest of the training samples were kept to the MLM
objective. Although the loss went down, it didn’t go as far down as the MLM-only
objective. The downstream performance was on the level of random guessing.
We hypothesize that the task is just too hard for a language model (probably
also for a human).

18
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4.1.2 Unshuffling of sentences

The SLM paper [22| has a different approach to training a sentence-level language
model. The authors shuffle the sentences of the input sequence in 50% of the
training samples. To solve the shuffling task, a separate decoder network is
introduced, which is responsible for solving the unshuffling task. The model is
then trained jointly on both tasks such that the final loss function looks like this:

Liotal = Lrrom + Lshuf fie (4.1)

We adapt this approach by shuffling the hidden representations of the input
sentences before they are passed through the doc-level encoder. The output of
the doc-level encoder is then passed through the sentence-unshuffling network as
well as through the decoder.

This approach unfortunately didn’t work either and due to time constraints was
not further pursued.

Model type dim | MRPC (acc./fl) | STS-B
THF-12-4-4 | vanilla THF 1024 | 69.2/79.2 40.1
THF-12-4-4 | masking 20% of the sentences | 1024 | 67.9/77.9 42.2
THF-12-4-4 | shuffle all sentences 1024 | 66.9/77.2 38.7
THF-12-4-4 | shuffle 50% of the sentences 1024 | 69/78.5 66.6
THF-12-4-4 | shuffle 15% of the sentences 1024 | 67.9/78.3 52.4
Bi-LSTM - 1500 | 74.3/81.8 67.8

Table 4.1: Results on the MRPC and STS-B tasks from GLUE. As a baseline a
vanilla bidirectional LSTM [32] was used. Note that both approaches get out-
performed by the baseline. This hints at the fact that the fine-tuning procedure
of multiple sentence embeddings has to be improved for it to work.

4.2 GLUE

Since the attention over sentence embeddings did not work for GLUE, we’ve re-
sorted to an approach which we call packed sequencing. Meaning the whole input
is packed into one sequence instead of splitting it up into individual sentences.
The sentences are separated by special tokens (|[SEP| tokens in this case). This
is how multiple input sentences are handled for the traditional BERT models.
Although this is not the initially intended way to measure the performance, it’s
the only way we’ve achieved high scores on GLUE. Also, it has the side benefit
of achieving the highest compression rate. Since the bottleneck consists of only
one hidden vector for the whole input sequence (which for most glue tasks con-
sists of multiple sentences). This means that a compression of up to 128x can be
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achieved this way.

The performance of the model is evaluated on the GLUE dev set. The re-
sults are compared to the original BERT model, DistilBERT, a 6-layer well-read-
student model and multiple Crammed-BERT versions with different architecture
hyperparameters like hidden layers, hidden dimensions, etc. to have a direct
comparison of the THF model to the BERT models. The results are displayed in
table 4.2.

For fine-tuning, the same hyperparameters as in the Crammed-BERT paper
[37] are used, but with the following modifications:

e The models are fine-tuned for 3 epochs instead of 5.

e learning rate: 5e-5 instead of 4e-5

We report the median GLUE scores over five runs for each task. The same
hyperparameters are used for all the GLUE tasks.

Model dim [ MNLI | SST-2 [ STSB | RTE | QNLI | QQP | MRPC | Avg
THF-12-4-4 1024 79.9 90.6 83.5 | 54.9 86.7 | 86.7 87.6 81.39
THF-8-2-2 1024 78.7 89.9 82.5 | 54.2 85.5 | 85.8 87 80.51
THF-10-2-4 1024 79.3 89.3 83.9 | 56.7 86.4 | 86.2 86.6 81.2
THF-6-2-4 1024 78.5 89.4 82.9 | 57.8 85.8 | 85.6 86.2 80.89
THF-8-2-4 1024 79.2 89.4 83.1 | 54.2 85.4 86 86 80.44
THF-8-4-4 1024 79.1 90.3 82.7 | 55.6 85.5 | 86.1 85.6 80.7
THF-6-2-4 768 77.6 89.3 82.2 | 56.7 84.6 | 84.8 83.9 79.87
Baselines

BERTpa-Orig | 768 86.7 [ 92.7 89 ] 69.3] 91.8] 89.6 88.6 | 86.81
BERTpas-Cram | 768 83.4 91.9 86.7 | 59.2 90.6 | 87.7 89.3 84.11
Cramming-12 768 84.1 92.2 84.6 | 53.8 89.5 | 87.3 87.5 82.71
DistilBERT 768 82.2 91.3 86.9 | 59.9 89.2 | 885 87.5 83.64
BERT-6 768 82.5 92.7 - 66.7 89.4 | 87.7 89.4 | 84.73™*)
Cramming-8 1024 35.4 90.8 85.2 | 52.7 495 | 63.2 84.8 65.94
Cramming-8 768 81 90.4 85 | 55.2 88.7 | 85.9 85.7 81.7

Table 4.2: Results on the GLUE dev set. BERT-6 is the 6-layer BERT model of
the “Well-read students” paper. BERT'Bage-Orig is the model from the original
paper and BERTg,s-Cram denotes the results of the Crammed-BERT paper.
Cramming-z denotes a BERT model with x layers trained using the Crammed-
BERT framework. Bold are the best overall scores and violet are the best scores
amongst all THF models.

(*): Scores for STSB and CoLA are not reported in the paper. Hence, the average
is not directly comparable to the averages of the other models.
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4.2.1 Findings

The first thing that stands out is that the differences in the overall GLUE scores
between the individual THF setups are not that large, ranging from 79.87 overall
to 81.39. This fact implies that there’s an upper limit to the information that
the bottleneck can carry, which makes a lot of sense intuitively. Nevertheless,
the best (and largest) model comes close to the 12-layer Crammed-BERT model
trained by us, which has a score of 82.71.

Hidden dimension size. The size of the hidden dimension is the hyperpa-
rameter responsible for the largest difference in GLUE scores. The difference is
clearly visible between the (6-2-4) setups where one setup has a hidden dimension
of 1024 and the other has a setup of 768. The difference is biggest for the CoLA
and MRPC tasks.

Bottleneck width. To get an idea of the influence of the bottleneck width,
two almost identical models were trained with the only difference being the width
of the bottleneck. The models have a (6-2-4) configuration with a hidden dimen-
sion of 768. This means that the smaller bottleneck has a size of 768, whereas the
larger bottleneck’s dimension is 1536. Table 4.3 shows the results on the GLUE
dev-set. Unsurprisingly, the model with the larger bottleneck performs better,
but the difference is marginal. Nevertheless, it’s still surprising that the differ-
ence is so small since the model with the larger bottleneck should have twice the
capacity to store necessary information. A possible explanation for this outcome
is that the supplementary embedding does not significantly enrich the informa-
tion already captured by the [CLS| token representation, which is commonly used
for fine-tuning in the traditional BERT setting. Except for the CoLA task, the
differences in scores between the models are within a range of +1.2.

width | MNLI | SST-2 | STSB | RTE | QNLI | QQP | MRPC | CoLA | Avg

1

2

Table 4.3: Glue dev scores of two THF models with the configuration (6-2-4) and
hidden dimension 768. The only difference is the bottleneck width. A width of
two means that the hidden representations of the first two tokens were taken and
concatenated.

Number of decoder layers. When comparing the (8-2-2) configuration
with the (8-2-4), we can see that their scores are almost equal (80.51 vs 80.44).
This makes sense intuitively, since for the decoding step, the hidden representa-
tion is just repeated n times. Nevertheless, when comparing the CoLA scores,
we see that the configuration with more decoders performs better. Also, since

77.6 89.3 82.2 | 56.7 84.6 84.8 83.9 50.5 | 76.2
77.6 88.1 82.1 | 56.7 84.6 85.1 84.3 51.9 | 76.3
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the decoder is not used for fine-tuning and inference, most of the configurations
are trained with 4 decoders.

Number of sentence encoder layers. There’s clear evidence that more
sentence encoder layers lead to higher scores. Comparing the Glue scores of (x-2-
4) models with a hidden dimension of 1024 and with either 6, 8, 10 or 12 sentence
encoders, there’s a clear pattern (although the differences are small and there’s
a drop-off going from 6 encoder layers to 8 layers):

e 6 layers: 80.89
e 8 layers: 80.44
e 10 layers: 81.2

e 12 layers: 81.39

Number of document encoder layers. Comparing two setups which only
differ in the number of document level encoders, we see that the setup with more
document encoder layers performs slightly better (80.44 vs. 80.7). This can be
seen when comparing the two setups (8-2-4) and (8-4-4). But the difference is
small and the model with more document encoders only outperforms the smaller
model in 5 of the 8 tasks.

THF excels on the CoLA task. One thing that stands out is that all of
the THF architectures seem to excel on the CoLA task. Table 4.4 shows that the
(6-2-4) configuration with a hidden size of 768 for example performs almost on
par with DistilBERT and the same configuration with a wider bottleneck outper-
forms it. The configurations with larger hidden sizes even outperform the original
BERT architecture, which is not the case for any other task. This is remarkable
since [37] reports that approaches that distill BERT into smaller architectures,
often perform worse on this task. On the other hand, performance on CoLA can
be strongly influenced by hyperparameters [41].
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Model dim | CoLA | Average
THF-12-4-4 1024 | 58 78.46
THF-8-2-2 1024 | 53.2 77.1
THF-10-2-4 1024 | 58 78.3
THF-6-2-4 1024 | 53.2 77.43
THF-8-2-4 1024 | 56.2 77.41
THF-8-4-4 1024 | 55.6 77.56
THF-6-2-4 768 | 50.5 76.2
THF-6-2-4

(bottleneck width=2) 768 | 51.9 763
Baselines

BERTBage-Orig 768 | 56.3 83
BERTB,ge-Cram 768 | 56.5 80.66
Cramming-12 768 | 44.5 77.94
DistilBERT 768 | 51.3 79.6
Cramming-8 1024 | 42.7 63.04
Cramming-8 768 | 38.7 76.33

Table 4.4: Results on the GLUE dev set for the CoLLA task. The average column
is the overall score for all GLUE tasks. BERT-6 is not in this table because the
score on CoLA is not reported in the paper.

Pre-train and distill. Inspired by the “well-read students” paper, we’ve

applied the same training regime to a THF model to see if the scores can be
boosted. After pre-training a (8-2-4) configuration with a hidden dimension of
1024, we’ve used BERT ARGE as a teacher to continue pre-training with the dis-
tillation step. The results can be found in table 4.5.
Apart from CoLA, for which this model is almost on par with the largest THF
configurations, this approach does not seem to improve the scores by much. Al-
though the distillation step does improve the scores on all tasks except MRPC,
the improvements are at most 0.5.

Ave. Overall
MNLI | SST-2 | STSB | RTE | QNLI | QQP | MRPC | CoLA | (w/o ver
Avg.
CoLA)
793 | 89.9| 835 | 545 | 857 86 84.9 57| 80.54 776

Table 4.5: Results of the pre-train & distillation approach for a (8-2-4) THF
model.

Comparison to BERT and DistilBERT. Comparing the performance of
THF to the original BERT model, we see that the differences for MNLI, STSB
and RTE are still quite large. On the other hand, for SST-2, MRPC and CoLA
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the THF models are either almost on par with BERT or even outperform it.
The comparison with DistilBERT shows a similar picture, although the differ-
ences are smaller in general.

4.3 Masked Perplexity

In addition to the evaluation on the GLUE benchmark, the models are also
evaluated and compared with the masked perplexity, as described in 2.3.3. The
comparison is done by splitting up texts into chunks of different lengths (multiples
of 16 in this case) and making sure that all of these buckets have the same
number of samples. The lengths of texts are measured by the number of tokens.
The models are evaluated on unseen text data sampled from the Openwebtext
corpus [42]. The evaluations in this section are done on the unpacked version
(i.e. individual sentences, hence sentence attention is being done) unless stated
otherwise.

Since a probability distribution over the whole vocabulary is needed to calculate
the perplexity, the whole THF model including the decoder is used. Also, the
tokenizers for all the compared models are identical. Otherwise, it would be
difficult to compare the perplexities of the models.

Comparing the perplexity scores of BERTgasg to the THF model with a
(10-2-4) configuration and a hidden dimension of 1024 (figure 4.1), one can see
that for longer text sequences (starting from lengths 256), the THF model has a
lower perplexity. It’s also worth noting that the THF model has a much lower
variance than BERT. This is surprising since BERT has a much higher score on
the GLUE task. Figure A.1 shows the same finding for BERTaArqr and table
4.6 shows some more statistics for the models discussed in this section.

The same holds for the comparison of DistilBERT against a (6-2-4) configuration
of THF with a hidden dimension of 768, which can be seen in figure 4.2. Except
the difference in perplexity scores between DistilBERT and THF is even larger
for longer sequences.

Interestingly enough though, the perplexity scores of the 6-layer “well-read stu-
dents” model are lower than the 6-layer THF model and therefore also lower
than the scores of the original BERT models. Even the variances of the scores
are lower than the THF model. This can be seen in figure A.2.

Why do THF models have lower perplexity but worse GLUE scores?

There are two possible explanations for this phenomenon:

1. The design of the architecture, as described in section 3.1, operates on
shorter sequences, which could make it easier for the model to handle longer
sequences. This stems from the fact that each sentence in the input se-
quence is processed individually and hence there’s no cross-contamination
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[43] happening between sequences. In other words, since the input se-
quence is split up into sentences, the attention mechanisms of the sentence-
level encoders can operate on individual sentences, without having to deal
with cross-contamination. Although in theory, the length of the sequence
shouldn’t make any difference, since BERT was explicitly trained on se-
quences of up to 512 tokens.

. Another possibility is that the document-level layers actually learned some
relations between sentence embeddings, but it’s not reflected in the GLUE
scores. A reason for that could be that the fine-tuning approach needs some
tweaks to make it work for sentence-level inputs. Nevertheless, the plots
serve as yet another proof that the compression works, and therefore the
sentence embeddings contain all of the information needed to do language
modeling with it.

Of course, it could also be a combination of both above-mentioned factors.

Model Median | Mean | Std.

BERTgBAse | 9.16 12.75 11.56
THF-10-2-4 | 8.47 10.96 | 12.15
DistilBERT | 15.15 18.4 15.84
THF-6-2-4 | 9.56 12.54 | 14.83

Table 4.6: Statistics for the perplexities of the models shown in the plots in figure
4.1 and 4.2. The (10-2-4) configuration has a hidden dimension of 1024, while

the (6-2-4) configuration has a hidden dimension of size 768.
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Perplexity Distribution across Sequence Lengths
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Figure 4.2: Masked perplexity for DistilBERT and THF-6-2-4 with a hidden

dimension of 768. All of the buckets have the same number of text samples.
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4.3.1 Packed vs. Non-packed

To get an idea of how a non-packed version of THF could perform if it would work
on downstream tasks, we plot the perplexity scores of the THF-6-2-4 configuration
with the only difference that for one model we supply a packed sequence whereas
for the other we use individual sentences as input. 4.3 shows the differences very
clearly. While the scores for the first bucket are identical (since these sequences
all consist of only one sentence), we notice that the longer the sequences get,
the larger the differences are. That applies to both the median as well as the

variance. Note that the same model is used. It’s only the shape of the data that’s
different.

Perplexity Distribution across Sequence Lengths

1604 T T model

[ THF-6-2-4-768-packed
140 [ THF-6-2-4-768-unpacked
120
100
80 T
60

40

&&. e lem L L I.%
0——|—_|_ I -0 ? T - ==
T I T I T I T I
0 ~ N~ ™ ) [T} — ~
oy © 5 Q@ N 2 = ~
< © 8 2 3 8 2 9

bucket

Figure 4.3: Perplexity scores for a THF-6-2-4 model. Purple are the scores for
the packed input, green are the scores for the unpacked input.

4.4 The impact of more document-level layers on per-
plexity

Do more document-level encoder layers have an impact on language modeling
performance? In this section, we compare two THF models with the same con-
figuration with the only difference that one model has only 2 document-level
encoders, while the other has 4 document-level encoders. The hypothesis is that
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with more document-level encoders, the model can better capture relationships
between sentences. If this is the case, it would provide further evidence that
the document-level encoder learned something about relationships between sen-
tences.

Figure 4.4 shows the perplexities for two models with the same data setup as
described in 4.3. It shows that for every bucket, the model with more document-
level encoders has a lower median as well as a lower standard deviation.

Table 4.7 shows the statistics over all buckets. The detailed statistics can be
found in appendix B.

Model Median | Mean | Std.
THF-8-2-4 | 8.96 11.32 10.53
THF-8-4-4 | 7.88 10.24 10.92

Table 4.7: Overall statistics of the two THF models.

Comparing the values in table 4.7 with the values in table 4.6, we see an
interesting fact. Namely, the THF configuration with 10 sentence-level encoders
but only 2 document-level encoders is in between the (8-2-4) and (8-4-4) config-
urations when looking at the perplexity scores. As can be seen in table 4.8, the
(8-4-4) configuration has the same number of parameters as the (10-2-4) config-
uration. This supports the hypothesis that more document-level layers help with
language modeling.
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4.5 Model sizes

For the sake of completeness, we also report the size of the models in the number
of parameters. We make a distinction between the number of parameters used
for pre-training and inference.

# Parameters # Parameters
Model dim | for pre-training | for inference
(in millions) (in millions)
BERTgAge-Orig | 768 | 110 110
DistilBERT 768 | 66 66
Cramming-8 768 | 71 71
BERT-6 768 | 67 67
THF-12-4-2 1024 | 192 174
THF-8-2-2 1024 | 138 121
THF-10-2-4 1024 | 174 139
THF-6-2-4 1024 | 138 104
THF-8-2-4 1024 | 156 121
THF-dist-8-2-4 | 1024 | 156 121
THF-6-2-4 1024 | 138 104
THF-8-4-4 1024 | 174 139
THF-6-2-4 768 | 138 104

Table 4.8: Model sizes for different BERT and THF configurations.



CHAPTER 5

Speed experiments

In this section, we report and analyze the speed of the different sizes of THF
models compared to the BERT architecture. We focus on inference, hence for
THF the decoder blocks are not taken into account.

We split the results of the speed measurements into two sections. One section is
for the packed version, which was used for the GLUE scores. The other section
describes the results of the non-packed version.

5.1 Packed sequence

5.1.1 speed comparison of the whole architectures
Theoretical performance
To measure the theoretical performance of the models, the calflops library [44] is

used, which supports calculations of parameters, FLOPS & MACs for PyTorch-
based models. The results can be found in table 5.1.

31
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Model dim | batch-size | # tokens | GFLOPS | GMACs
THF-12-4-4 | 1024 | 1 128 30.71 15.34
THF-12-4-4 | 1024 | 128 16384 3930 1960
THF-8-2-2 1024 | 1 128 20.46 10.22
THF-8-2-2 1024 | 128 16384 2620 1310
THF-10-2-4 | 1024 | 1 128 25.56 12.77
THF-10-2-4 | 1024 | 128 16384 3270 1630
THF-6-2-4 1024 | 1 128 15.35 7.67
THF-6-2-4 1024 | 128 16384 1970 981.94
THF-6-2-4 768 |1 128 10.0 5.0
THF-6-2-4 768 | 128 16384 1280 639.56
Baselines

BERTB.se 768 |1 128 22.36 11.17
BERTB,se 768 | 128 16384 2860 1430
BERT-6 768 |1 128 11.18 5.59
BERT-6 768 | 128 16384 1430 715.19
Cramming-8 | 768 | 1 128 13.3 6.64
Cramming-8 | 768 | 128 16384 1700 850.5

Table 5.1: Theoretical number of Giga-FLOPS and Giga-MACs for different
model configurations and batch sizes. BERT-6 is the 6-layer BERT model of the
“Well-read students” paper. Bold denotes the lowest number of operations for
batch size 128, violet denotes the lowest number of operations for batch size 1.

Findings:

e Comparing the smallest THF model (6-2-4) to the 8-layer BERT, we see
that the whole model uses roughly 25% less operations for GFLOPS &
GMAUCs than the 8-layer BERT for batch-sizes 1 as well as 128.

e Even with a larger hidden dimension (1024), the (6-2-4) model is still 20%
more efficient than the 8-layer BERT with a hidden dimension of 768.

e Comparing the (6-2-4)-models with dimensions 768 and 1024, we see that
the smaller hidden dimensions make a difference of about 35%.

Notice that the number of FLOPS is roughly two times the number of MACs
for all measurements. Hence, if there’s nothing noteworthy between the two, we
only report FLOPS from here on out. This stems from the fact that for MACs,
Multiply-Accumulate operations are counted as one, whereas for FLOPS that’s
two operations.
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Empirical inference speed

The results of the speed measurements can be found in table 5.2.

Inference time (ms)

Overall, the BERT models are faster when processing only 1 sample, even
though the GFLOPS and GMACs are lower. For a batch size of 128, the
THF models are faster. Hence, the fastest model for batch size 1 is the
8-layer BERT, which is faster than the (6-2-4) configuration of THF.

On the other hand, the fastest model for batch size 128 is the (6-2-4)
configuration of THF with embedding size 768.

Figure 5.1 shows that the 8-layer BERT model is only faster for batch sizes
smaller than 8. While the inference speed for both models grows linearly,
as the batch size gets larger the difference between the THF model and
the BERT model gets bigger. One hypothesis for this behavior is that the
THF model does have an overhead caused by the reshaping and padding
operations. So the efficiency gains only kick in when the batch size grows.
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Figure 5.1: Inference speed for difference batch sizes.
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median avg. avg.
Model dim b.atch tokens ilflference iI.lference std. | tokens
size time per time per dev. | per
batch (ms) | batch (ms) second
THF-12-4-4 1024 | 1 128 8.23 8.12 0.84 | 15552
THF-12-4-4 1024 | 128 16384 162.3 162.26 0.48 | 100976
THF-8-2-2 1024 | 1 128 5.28 5.38 0.73 | 23813
THF-8-2-2 1024 | 128 16384 109.76 109.69 0.35 | 149368
THF-10-2-4 1024 | 1 128 6.26 6.39 0.72 | 20045
THF-10-2-4 1024 | 128 16384 136.37 136.35 0.43 | 120162
THF-6-2-4 1024 | 1 128 4.28 4.36 0.55 | 29331
THF-6-2-4 1024 | 128 16384 81.14 81.09 0.54 | 201924
THF-6-2-4 768 |1 128 4.25 4.38 0.71 | 29224
THF-6-2-4 768 | 128 16384 60.46 60.45 0.07 | 270984
Baselines
BERT Base 768 |1 128 6.95 7.1 0.58 | 17428
BERTBase 768 | 128 16384 137.77 137.76 0.59 | 118930
BERT-6 768 |1 128 4.07 4.03 0.22 | 31415
BERT-6 768 | 128 16384 81.64 81.31 2.14 | 200691
Cramming-8 | 768 | 1 128 3.81 3.74 0.39 | 33596
Cramming-8 | 768 | 128 16384 79.28 79.25 0.09 | 206666
Cramming-10 | 1024 | 1 128 4.52 4.5 0.08 | 28296
Cramming-10 | 1024 | 128 16384 134.52 134.49 0.43 | 121792
Cramming-12 | 1024 | 1 128 5.36 5.31 0.24 | 23900
Cramming-12 | 1024 | 128 16384 161.48 161.57 0.59 | 101463

Table 5.2: Measured inference times for different model configurations and batch
sizes. For each configuration, the average speed of 100 samples was taken. The
inference was run on a single GeForce RTX 3090 GPU.
Cramming-z denotes a BERT model with x layers trained with the Crammed-
BERT framework. Bold denotes the lowest inference time for batch size 128,
violet denotes the lowest inference time for batch size 1.

5.1.2 Document level block vs. BERT encoder block

While the above sections discuss the performance of the models as a whole, in this
section we want to compare the transformer blocks in isolation. To that end, we
compare the speed of just one BERT encoder to the speed of one document-level

encoder.
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Model dim | MACs (%) | FLOPS (%) | \1or 0pg total
of one layer | of one layer

BERT Base 768 8.33 8.32

BERT-8-Cram | 768 12.5 12.48 1660

THF-12-4-4 1024 | 0.06493 0.06488 19.93

THF-8-4-4 1024 | 0.09727 0.0972 19.93

THF-6-2-4 768 0.12985 0.12976 12.99

Table 5.3: Total and relative amount of Mega-MACs (MMACs) and Mega-
FLOPS (MFLOPS) of a BERT layer compared to different configurations of a
single THF layer.

Theoretical performance

Table 5.3 shows the theoretical performance of THF document layers and BERT
encoder layers. We see that the total number of MACs and FLOPS is only
influenced by the hidden dimension of the model.

While one encoder layer of BERT makes up roughly % (n = number of layers)
operations for a BERT model, the document encoder layers are in the range of
one-tenth of a percent. The large difference in performance can also be seen in
the total number of operations. That’s not surprising since in the THF model,
only one embedding is used for a sequence compared to 128 embeddings in BERT.
The results for all configurations can be found in table C.3.

Empirical performance

As can already be seen in table 5.2, the efficiency gains of the THF model appear
for larger batch sizes. It becomes even more apparent when comparing just one
document encoder layer to one BERT layer, as depicted in figure 5.2 (denoted as
THF 1-128). While the runtime for BERT layers grows linearly in the number
of samples, the runtime of the document layer is (almost) constant.

This makes sense when we have a look at the shape of the data that is processed by
both layers. For an input shape (batch size, sequence length, hidden dimension),
the BERT layer has to process batches of size (batch size, 128, 768), while the
body layer only has to handle batches of size (batch size, 1, 768). Here, the second
dimension corresponds to the sequence length. Since the attention mechanism is
the part that needs the most compute and is also dependent on the length of the
input, this explains the difference in run times.

Let’s have a closer look at the reason why the document-level encoders seem
to be able to process the inputs in almost constant time: Let n be the length
of an arbitrary input sequence. As we know, the complexity of the attention
mechanism is O(n?). Now, if the input length can somehow be compressed by a
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factor of m, the attention mechanism operating on the compressed representation
would lead to O((2)?) = (’)(:1—22) In our case, m is given by the average size of
all sentences in the sequence. For a given sequence m is constant, hence it does
not change the complexity class. But the denominator still grows quadratically.

A simplified example which illustrates this point: Let’s assume an
input length of 128, which consists of four sentences with varying lengths. A
standard BERT layer has to apply attention to 128 tokens, which would result in
16384 operations. In contrast, a doc-level encoder only has to apply attention to
a sequence of input length four, which results in 16 operations. This emphasizes
the fact that the efficiency of these layers is directly dependent on the length of
the sentences. Also, since in our case n does not grow very large, it can make
the impression that the document-level layers can handle the input lengths in
constant time, even though it’s still in the quadratic complexity class.
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Runtime vs Batch Size for Bert layers and Document level THF layers
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Figure 5.2: Runtime of one THF document layer vs. one BERT layer for batch
sizes 1, 32, 64 & 128. To keep it comparable, the measurements of both models
were done within the Crammed-BERT framework. (1-128) stands for the version
with one input sentence with a length of 128 tokens, (2-64) stands for 2 input
sentences with a length of 64 each, etc.

5.2 Non-packed sequences

Along with the results of the packed version of THF, we also report the speed
measurements of THF models which operate on individual sentences and com-
pare them to their BERT counterparts. Table 5.2 shows the theoretical as well
as the empirical speed comparisons for selected THF configurations and their
corresponding baselines for batch size 1. By corresponding baseline, we mean
that the number of sentence-level encoders and doc-level encoders added is either
equal or almost equal to the total number of BERT layers. Table 5.2 shows the
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same but for batch size 128.

Since the goal of this evaluation is to compare sequence lengths of 512, we compare
it to traditional BERT models, as the Crammed-BERT version is only trained
on sequence lengths up to 128 tokens. This also highlights a strength of the THF
approach. The individual sentences are capped at 128 tokens. But this is not a
disadvantage, because sentences are rarely longer than 128 tokens, and processing
longer sequences is done by splitting up the input into sentences, which cannot
be done with traditional BERT approaches.

The results show that it does not matter how exactly the inputs are split up.
It’s very robust to differences in input shapes. Whether the input consists of
many shorter sequences or a few longer sequences, the differences are marginal.
It again becomes apparent that the advantages of the THF architecture come to
light with larger batch sizes where efficiency gains of up to 45% were measured
for the THF-6-2-4 vs. the 6-layer BERT (even though the THF needs 8 layers
for a forward pass in this case). The full results with more THF configurations
can be found in appendix C.

Figure 5.2 shows how the unpacked version compares to the packed version as
well as to the BERT layers. Since the comparison is done within the Crammed-
BERT framework, the focus is on sequence lengths of up to 128 tokens. Hence,
we’ve compared input shapes of one sentence of length 128, two sentences of each
length 64, and four sentences of length 32. Consequently, all versions process
sequences of length 128. Additionally, to show how efficient these layers are,
we’ve added one forward pass which processes 4 sentences, each of length 128.
This might seem unfair since in that case 512 tokens are being processed. But
we see that it is only slightly slower than the other THF options and a lot faster
than the BERT layer (which in this case is also only processing 128 tokens at a
time).
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Median
Sequence | number of inference Tokens
Model GFLOPS | .. Std. | per
length sentences time per
Batch(ms) second
THF-10-2-4 | 128 4 102.23 6.81 1.09 | 72262
THF-10-2-4 | 32 16 102.71 6.8 1.03 | 73037
THF-6-2-4
(768 dim.) 128 4 40 4.64 0.81 | 107000
THF-6-2-4
(768 dim.) 32 16 40.31 4.9 0.8 101743
THF-6-2-4 | 128 4 61.4 4.68 0.76 | 106604
THF-6-2-4 | 32 16 61.88 4.61 0.82 | 107576
Baselines
BERTgaAse | 512 - 96.72 7.52 0.27 | 66774
BERT-6 512 - 48.36 4.29 1.21 | 108442

Table 5.4: Speed measurements for selected THF configurations and the baselines
for batch-size 1. All of the THF models have a hidden dimension of 1024 unless
stated otherwise. The baseline’s hidden dimension is 768.

Median

Sequence | number of inference Tokens
Model TFLOPS std. | per

Length sentences per

Batch (ms) second

THF-10-2-4 | 128 4 6.54 265.20 1.25 | 123447
THF-10-2-4 | 32 16 6.57 258.46 1.29 | 126851
THF-6-2-4
(768 dim.) 128 4 2.56 112.31 0.47 | 291676
THF-6-2-4
(768 dim.) 32 16 2.58 109.13 0.27 | 300244
THF-6-2-4 | 128 4 3.93 157.58 0.37 | 207906
THF-6-2-4 | 32 16 3.96 154.53 0.47 | 212003
Baselines
BERTpBaAsg | 512 - 6.19 348.12 1.94 | 94052
BERT-6 512 - 3.10 198.79 0.82 | 164840

Table 5.5: Speed measurements for selected THF configurations and the baselines
for batch-size 128.




CHAPTER 6

Conclusion and Outlook

This thesis introduces a transformer-based language model - trained on the
masked token prediction task - that can operate on dense sentence represen-
tations. We were able to show that it’s possible to compress the meaning of
whole sentences into dense embeddings of the size 768 or 1024 and not only re-
construct it but to do language modeling with it. The approach is implemented
in the Crammed-BERT framework, making it efficient to pre-train.

The model is evaluated on multiple different tasks. First and foremost on the

GLUE benchmark, on which it achieves scores close to those of BERT, despite
operating on embeddings that are up to 128 times smaller than the ones BERT
is operating on.
We also did an extensive evaluation of the efficiency of the model regarding
FLOPS and MACs. Along with the evaluation of the efficiency of the model
as a whole, we’ve also evaluated and compared the speed of the document-level
layers to the speed of traditional BERT layers, finding speed gains in the order
of magnitudes. We were also able to show that the architecture excels on larger
batch sizes, achieving a speedup of up to 45% compared to traditional BERT
architectures. All of the efficiency evaluations were done theoretically as well as
empirically.

Although the attention on a sentence level did not work for the downstream
GLUE tasks, we were able to show that for longer sequences (consisting of mul-
tiple sentences), the perplexity scores were lower than the ones from BERT or
DistilBERT. Subsequently, we were also able to show that more document-level
encoders help with language modeling (i.e. lower perplexity). This hints at the
fact that the attention mechanism on the document level did learn something
about the relationships of sentences, opening doors for future work which could
lead to large improvements in the language model’s abilities to process longer
sequences.

40
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6.1 Limitations and future work

Sentence-level attention. The biggest impact on the NLP community could
be had if the attention mechanism over sentence embeddings worked. The pos-
sibility of having a BERT-sized model that could attend over 64, 128, or even
256 sentences, each with a maximum length of 128, would mean that the con-
text size of such models could get as large as 32768 tokens. This would be on
par with current state-of-the-art large language models like Mixtral, for example.
Under the assumption that the sentence embeddings do capture all of the needed
information, a transformer block should be able to handle such input lengths
without any problem (this would be identical to an input length of 256 tokens,
which transformer models can handle with ease). These models could then be
evaluated on NLP tasks that contain longer sequences. Like the SCROLLS [45]
benchmark for example.

Autoregressive models. Current LLMs are all decoder-only language mod-
els, which are very well-suited for text generation. This is where the architecture
described in this thesis has a disadvantage since it is an encoder-only architec-
ture, like BERT. Using the compression-based approach for text generation tasks
would most certainly need some work to adapt the architecture. Mostly because
it’s not straightforward to generate text from only a sentence embedding. The
decoder layers would most likely need to be involved in some way during inference
and fine-tuning.

Evaluate sentence embeddings. As described in section 2.2.2, there exists
a whole field of research with the goal of getting good sentence representations.
Since it was not the main focus of this thesis, the compressed sentence represen-
tations were not evaluated on any tasks. Nevertheless, it would be interesting to
see how the sentence embeddings perform on such tasks. This could potentially
have an impact on fields like text indexing or retrieval-based applications.

Push the boundaries. Although we’ve trained and evaluated a lot of dif-
ferent configurations of the THF model, there’s still more to be explored. One
could push the boundaries and try to make models as small as possible to see
how small the models can be made while still having a good performance on
downstream tasks. Furthermore, scaling up the models even more would show
where the upper limit of compressed sentence embeddings would be.

Improve the bottleneck. Most of the models in this thesis were trained
by using the hidden representation of a sequence as the bottleneck. For longer
bottlenecks, the first n hidden representations are concatenated. That’s a rather
naive approach, which probably could be improved by concatenating every n-th
embedding for example.

Improve the data loading for pre-training. The data preprocessing
described in section 3.2 has some disadvantages, which make the data handling
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somewhat inflexible. The fact that for each batch only documents with the same
number of sentences are processed means that either the whole corpus has to be
stored that way (already sentencized) or parts of the corpus have to be loaded
into memory (more than just a batch) to construct the next batch, which adds an
overhead to the data preprocessing (or data loading, depending on whether it’s
done on-the-fly or as a preprocessing step before training). The defined constraint
to make better use of the VRAM (3.2) suffers from the same drawback. For larger
datasets, the handling of the data could become a challenge.
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sutdents" paper and THF-10-2-4 with a hidden dimension of 1024.



APPENDIX B

Detailed perplexity results

B.1 Perplexities per bucket for THF-8-2-4

bucket | mean | std min | 50% | max
0-15 31.90 | 36.35 | 1.16 | 15.59 | 123.35
16-31 14.54 12.19 | 2.84 | 9.91 43.91
32-47 11.26 5.85 4.88 | 9.51 22.74
48-63 12.51 5.62 3.90 | 10.09 | 22.92
64-79 11.16 4.48 3.17 | 10.14 | 21.05
80-95 10.28 | 3.35 5.88 | 10.55 | 20.32
96-111 13.33 | 8.31 5.82 | 9.94 39.64
112-127 | 10.19 | 4.31 5.39 | 858 24.24
128-143 | 14.43 16.07 | 5.18 | 8.80 79.31
144-159 | 11.08 6.49 3.13 | 8.76 28.12
160-175 | 9.92 4.40 5.45 | 8.91 21.71
176-191 | 11.12 4.69 5.84 | 9.55 23.43
192-207 | 13.37 | 6.43 6.92 | 11.12 | 33.62
208-223 | 10.68 3.74 3.64 | 10.47 | 18.04
224-239 | 8.80 2.62 4.75 | 8.70 14.66
240-255 | 9.19 2.55 5.07 | 9.08 14.10
256-271 | 8.63 2.76 | 4.76 | 7.68 17.10
272-287 | 9.46 3.53 5.25 | 8.32 17.38
288-303 | 9.56 3.81 3.83 | 8.83 21.60
304-319 | 9.54 3.11 5.24 | 8.33 16.83
320-335 | 12.67 | 19.72 | 5.26 | 8.52 102.56
336-351 | 8.38 4.15 5.18 | 7.17 23.73
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DETAILED PERPLEXITY RESULTS

Table continued from previous page.

bucket | mean | std | min | 50% | max
336-351 | 8.38 4.15 | 5.18 | 7.17 | 23.73
352-367 | 9.96 3.55 | 4.78 | 9.42 | 21.05
368-383 | 8.78 2.45 | 4.34 | 8.78 | 13.91
384-399 | 8.90 2.33 | 5.19 | 879 | 15.12
400-415 | 7.56 1.59 | 5.24 | 7.24 | 11.23
416-431 | 10.06 | 7.79 | 4.62 | 7.96 | 44.63
432-447 | 10.92 5.71 | 4.86 | 8.75 | 25.71
448-463 | 9.10 2.76 | 5.79 | 8.49 | 16.81
464-479 | 8.05 1.59 | 598 | 7.91 | 11.78
480-495 | 5.76 0.47 | 5.43 | 5.76 | 6.09
Table B.1:

B-2

Statistics for the perplexity scores for each bucket of the 8-2-4 config-
uration of THF.



DETAILED PERPLEXITY RESULTS

B.2 Perplexities per bucket for THF-8-4-4

bucket | mean | std min | 50% | max
0-15 32.59 | 41.49 | 1.23 | 13.28 | 184.52
16-31 15.53 18.70 | 2.50 | 8.85 73.56
32-47 9.74 5.75 3.57 | 7.61 26.33
48-63 10.75 | 4.91 4.10 | 9.92 22.27
64-79 10.49 | 4.21 3.37 | 9.81 19.71
80-95 9.18 3.08 4.35 | 8.59 16.85
96-111 12.05 7.23 5.33 | 9.61 33.25
112-127 | 9.23 4.30 5.00 | 7.50 22.51
128-143 | 12.26 12.75 | 4.20 | 8.75 63.10
144-159 | 9.93 6.06 2.89 | 8.08 25.29
160-175 | 9.12 3.99 4.79 | 8.52 19.53
176-191 | 10.10 | 3.86 5.18 | 8.92 19.43
192-207 | 12.14 | 6.12 6.30 | 9.93 32.70
208-223 | 9.55 3.45 3.54 | 8.99 15.88
224-239 | 7.89 2.43 4.26 | 7.79 14.49
240-255 | 8.26 2.26 4.74 | 8.24 12.86
256-271 | 7.60 2.41 4.30 | 6.61 15.51
272-287 | 8.33 3.14 4.74 | 7.42 15.97
288-303 | 8.36 3.30 3.11 | 7.42 18.94
304-319 | 8.09 2.32 4.85 | 7.05 13.42
320-335 | 10.10 12.60 | 4.82 | 7.42 67.24
336-351 | 7.32 3.62 4.95 | 6.33 21.03
352-367 | 8.73 2.83 4.28 | 8.44 16.67
368-383 | 7.69 2.06 4.05 | 7.91 11.98
384-399 | 7.91 2.05 4.91 | 7.82 12.95
400-415 | 6.70 1.23 4.74 | 6.50 9.12
416-431 | 8.82 6.78 4.16 | 7.20 38.97
432-447 | 9.74 4.94 4.50 | 7.62 21.41
448-463 | 8.07 2.50 5.04 | 7.30 14.74
464-479 | 7.14 1.16 5.56 | 7.00 9.86
480-495 | 5.11 0.12 5.03 | 5.11 5.20
Table B.2:

B-3

Statistics for the perplexity scores for each bucket of the 8-4-4 config-
uration of THF.



APPENDIX C

Full speed measurements

Median

S n number of inferen Tokens
Model equence | numbel ot | ooy opg | MR | gid. | per
length sentences time per second
Batch(ms)
THF-12-4-4 | 4 128 122.803 8.66 0.4 58392
THF-12-4-4 | 32 16 123.76 8.79 1.07 | 58451
THF-10-2-4 | 4 128 102.23 6.81 1.09 | 72262
THF-10-2-4 | 32 16 102.71 6.8 1.03 | 73037
THF-6-2-4
(768 dim.) 4 128 40 4.64 0.81 | 107000
THF-6-2-4
(768 dim.) 32 16 40.31 4.9 0.8 101743
THF-6-2-4
(1024 dim.) 4 128 61.4 4.68 0.76 | 106604
THF-6-2-4
(1024 dim.) 32 16 61.88 4.61 0.82 | 107576
THF-8-2-4 | 4 128 81.82 5.73 0.99 | 86367
THF-8-2-4 | 32 16 82.3 5.75 0.79 | 87088
Baselines
Bert-Base 512 - 96.72 7.52 0.27 | 66774
Bert-6 512 - 48.36 4.29 1.21 | 108442

Table C.1: Speed measurements for all THF configurations and the baselines for
batch-size 1. All of the THF models have a hidden dimension of 1024, unless
stated otherwise. The baselines’ hidden dimension is 768.
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FuLL SPEED MEASUREMENTS C-2

Median

Sequence | number of inference Tokens
Model TFLOPS std. | per

Length sentences per

Batch (ms) second

THF-12-4-4 | 128 4 7.86 316.32 1.67 | 103519
THF-12-4-4 | 32 16 7.92 312.46 1.64 | 104878
THF-10-2-4 | 128 4 6.54 265.20 1.25 | 123447
THF-10-2-4 | 32 16 6.57 258.46 1.29 | 126851
THF-6-2-4
(768 dim.) 128 4 2.56 112.31 0.47 | 291676
THF-6-2-4
(768 dim.) 32 16 2.58 109.13 0.27 | 300244
THF-6-2-4 | 128 4 3.93 157.58 0.37 | 207906
THF-6-2-4 | 32 16 3.96 154.53 0.47 | 212003
THF-8-2-4 | 128 4 5.24 209.17 0.92 | 156693
THF-8-2-4 | 32 16 5.27 203.77 0.81 | 160808
Baselines
Bert-Base 512 - 6.19 348.12 1.94 | 94052
Bert-6 512 - 3.10 198.79 0.82 | 164840

Table C.2: Speed measurements for all THF configurations and the baselines for
batch-size 128. All of the THF models have a hidden dimension of 1024, unless
stated otherwise. The baselines’ hidden dimension is 768.

Model dim | MACs (0) | FLOPS (%) | 1oy 6pg total
of one layer | of one layer

BERT Bage 768 | 8.33 8.32

BERT-8-Cram | 768 | 12.5 12.48 1660
THF-12-4-4 1024 | 0.06493 0.06488 19.93
THF-8-2-2 1024 | 0.09746 0.09738 19.93
THF-10-2-4 1024 | 0.078 0.07794 19.93
THF-6-2-4 1024 | 0.12985 0.12976 19.93
THF-8-2-4 1024 | 0.09746 0.09738 19.93
THF-6-2-4 1024 | 0.12985 0.12976 19.93
THF-8-4-4 1024 | 0.09727 0.0972 19.93
THF-6-2-4 768 | 0.12985 0.12976 12.99

Table C.3: Total and relative amount of Mega-MACs (MMACs) and Mega-
FLOPS (MFLOPS) of a BERT layers compared to different configurations of
single THF layers.
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