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Abstract

This thesis investigates the origins and mechanisms of the reversal curse in modern autoregres-
sive Large Language Models.

Building on previous work showing that such models can overcome the reversal curse in controlled
synthetic settings, we analyze how this occurs using methods from mechanistic interpretability,
identifying the internal circuits responsible for reversal learning.

We then examine the gap between synthetic and realistic scenarios, clarifying why the curse
persists in naturalistic conditions and what this reveals about the inductive biases of LLMs.
Finally, we discuss broader implications for the generalization and reasoning capabilities of lan-
guage models that emerge from this analysis.
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CHAPTER 1

Introduction

1.1 Motivation

Machine learning methods and applications have recently left research laboratories and entered
the everyday life of millions of people. Among their many areas of success, natural language
processing has been particularly transformative: Large Language Models (LLMs) have demon-
strated remarkable abilities that few could have anticipated before the introduction of the trans-
former architecture.

Tools such as ChatGPT are significantly faster and more interactive than traditional web search
engines. They can summarize long texts in a fraction of a second, enabling users to absorb large
amounts of information quickly, and they understand language with striking fluency, providing
guidance for writing, summarization, and other complex linguistic tasks.

However, the surprising power of these architectures has led us to demand even more from them.
Many now treat LLMs less as simple language models and more as general-purpose oracles. As
a result, both academia and industry are focusing considerable effort on addressing the problem
of hallucination in these models. This concern arises because users now expect LLMs to produce
error-free code, rigorous proofs, and reliable answers to complex questions, tasks that require
genuine reasoning rather than mere pattern recognition.

Despite their impressive performance, the true generalization and reasoning capabilities of LLMs
remain the subject of active debate (Shojaee et al. [2025] Zhang [2025]).

A common view is that these models largely rely on memorization of massive text corpora and
excel at retrieving and composing plausible continuations, which may appear correct but are not
the product of actual reasoning. Phenomena such as hallucinations suggest that we are still far
from developing systems capable of human-level deduction and abstract understanding.

Indeed, LLMs exhibit well-documented generalization failures, such as the two-hop curse Balesni
et al. [2024] and the reversal curse Berglund et al. [2023], the latter being the central focus of
this thesis. We argue that studying such failure cases, and understanding the conditions under
which they can be mitigated, is crucial both for designing better models and for clarifying the
current limitations of Al systems.

1.2 Problem Statement

This work aims to provide a comprehensive explanation of why Large Language Models (LLMs)
suffer from the reversal curse, one of the fundamental limitations observed in these architectures.
As discussed previously, studying such failure cases can be extremely insightful and can lead to
a deeper understanding of the internal mechanisms and limitations of LLMs. Despite being the
subject of several studies since its discovery, the reversal curse has never been fully explained in



1. INTRODUCTION 2

detail. Most existing research has focused on mitigating or patching the problem, rather than
investigating its underlying causes.

In this work, we address the following questions:
1. Why does the reversal curse arise in LLMs? Do all LLMs suffer from it?
2. Under which conditions can these models learn to overcome the reversal curse?

We now proceed to formally define the reversal curse in the context of LLMs.

1.2.1 Definition of the Reversal Curse

The reversal curse refers to the inability of autoregressive language models to generalize bidirec-
tional relations expressed as subject—relation—object triples. Formally, given a factual association
represented as a triplet

t=(s,1,0),

where s denotes the subject, r the relation, and o the object, a model trained to predict o from
the prompt (s,r) often fails to predict s from the reversed prompt (o,77!), even though both
correspond to logically equivalent facts.

In other words, the model can learn that
“Paris is the capital of France”

corresponds to the association (Paris, capital of, France), but it does not automatically infer
that
“France has Paris as its capital”

should also hold.

This phenomenon highlights an asymmetry in the way autoregressive models encode and retrieve
factual knowledge. Rather than forming structured, relational representations, they tend to
memorize unidirectional statistical mappings between tokens. The reversal curse thus serves as
a concrete example of the broader limitation of LLMs in performing relational reasoning and
structured generalization.
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Related Work

2.1 Introduction to Transformers and Large Language Models

In this section, we provide a brief recap and introduction to deep learning, particularly focusing
on the transformer architecture, which is the foundational basis of many modern large language
models.

Detailed knowledge of how these architectures work will be essential to understand our later
experiments, as well as gaining a better grasp of the problem in general.

Readers who are already familiar with these topics may proceed directly to the next section.

2.1.1 Deep Learning

Deep learning is a branch of computer science, and more specifically, a subfield of machine
learning. Like machine learning in general, it aims to design intelligent systems capable of
imitating human behavior and solving complex tasks.

The main difference between these methods and traditional computer algorithms lies in how
they acquire problem-solving capabilities. In classical programming, an algorithm is explicitly
designed to follow a precise, human-defined set of instructions. In contrast, machine learning
systems undergo a training phase, during which they are not told the exact procedure to solve
a task. Instead, they learn the underlying algorithm automatically by detecting patterns and
regularities within structured data.

Deep learning is different from other classical machine learning approaches for its use of complex,
multilayer architectures, often referred as neural networks.

Learning a single mapping from the input to the output space can be extremely challenging,
and for this reason, deep learning architectures usually employ several layers, breaking down a
complex problem in several, slightly easier subtasks.

These models are often hierarchical, meaning that the patterns they learn gradually increase
in complexity, from the shallowest to the deepest layers. Each layer builds upon the patterns
extracted by the previous ones and combines them to create higher-level features.

To illustrate an example, we focus on a computer vision model that, given raw images of cats
and dogs, is able to classify them accurately.

The first layers of these models are usually responsible for extracting low-level features, like
edges, textures, color gradients, etc.

This information is then used by the intermediate layers to form higher level patterns, for ex-
ample eyes or ears.

Finallly, the deepest layers are responsible for combining the high-level features to build a suc-
cessful classifier (for instance: round ears and a broad snout — dog, pointed ears and slit pupils
— cat.)
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These architectures are invaluable, since they allow us to solve complex tasks automatically,
without hardcoding the rules or requiring humans to manually design the patterns or classifica-
tion criteria.

It is important to note, however, that these models do not always find clear, human interpretable
features (like ears or fur), but might rely on more complicated patterns that humans would not
easily design, being often complex and counterintuitive.

The previous example was introduced to give the reader an intuitive understanding of how deep
learning architectures work and how they achieve such remarkable results.

Neural networks are, indeed, often treated like black-box architectures and deemed too difficult
to interpret or debug.

This comes with an inherent trade-off between interpretability and complexity (and therefore
often power) of such models.

The ability to derive features that humans would rarely conceive is one of the key reasons for
their success over classical machine learning methods.

Recently, large language models (LLMs), deep learning architectures designed for natural lan-
guage, have achieved remarkable success but have also introduced new challenges related to
privacy, security, and reliability. As a result, research on the interpretability and transparency
of these models has gained significant momentum, providing valuable insights for improving
model alignment, safety, and trustworthiness.

On the other hand, although these methods have proven highly successful across a wide range
of tasks, from natural language processing and computer vision to protein structure modeling
and other scientific applications, they also come with their own set of limitations.

In many cases, indeed, simpler machine learning approaches are preferable for several reasons.
As previously discussed, neural networks are considerably harder to understand, compared to
models such as random forests or logistic regression.

Other major limitations include the massive amount of data and the dedicated hardware they
require during the training phase.

Many models need several days of training on multiple GPUs or TPUs, making them highly
expensive in terms of resources and energy usage.

Despite these challenges, deep learning models appear to be highly promising, and it is worth
studying why they are so successful and effective.

From a theoretical perspective, their success relies on two fundamental principles underlying
nearly all neural network architectures:

The Universal Approximation Theorem, which explains the expressive power of neural
networks, why they have the capacity, in theory, of modeling arbitrarily complex relationships
between inputs and outputs.

Gradient-based optimization, and in particular the combination of gradient descent and
backpropagation, which describes how networks actually learn these relationships from data.

Together, these ideas form the theoretical and practical backbone of modern deep learning.
Before diving into the details, we formally define Feedforward Neural Networks, the most general
neural networks and the ones that are usually used to study the theoretical capabilities and
limitations of these models.
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2.1.2 Feedforward Neural Networks

A feedforward neural network, the simplest deep learning architecture, is comprised of several
layers, each containing a set of neurons, that are fully connected to every other neuron in the
adjacent layers. The strength of the connections is determined by a set of weights, which the
model learns during the optimization process.

Information in the model flows in only one direction, from the input to the output layer, and
never in the opposite direction.

The architecture is loosely inspired by the human (or animal) brain, and shares many similarities.
Just as the brain strenghtens its most useful pathsways, the training phase adjusts the network’s
weights to reinforce the most useful connections.

At the same time, just like a biological brain “fires” when the electrical signal exceeds a certain
threshold, an artificial neuron becomes activated if the combination of its inputs surpasses a
given activation threshold (this is especially true with ReLU as activation function).

Mathematical Formulation

(

Let J:;.l_l) denote the activation (output) of the j-th neuron in layer [ —1, and :L'il) the activation
of the i-th neuron in the next layer . Each connection between two neurons has an associated
weight w;;, and each neuron has an additional bias term b;. The computation performed by
neuron ¢ in layer [ can be written as:

:Uz(l) =0 Z’Ujij Ig-lil) + bi y (2.1)
J

where o(-) is a nonlinear activation function, which determines whether and to what extent
the neuron “fires.” This nonlinearity is essential: if all layers used only linear operations (i.e.,
matrix multiplications and additions), the entire network could be reduced to a single linear
transformation, regardless of its depth. Nonlinear activation functions therefore allow neural
networks to approximate complex, nonlinear mappings between inputs and outputs.

Common Activation Functions

Different choices of activation function o lead to different learning behaviors and numerical
properties. Below are some of the most widely used ones:

Sigmoid function
(0) =
o(r) = —
14e%

Historically one of the first activation functions, the sigmoid maps inputs to the range (0, 1),
mimicking biological neuron firing rates. However, it suffers from vanishing gradients for large
|z|, which slows or prevents training in deep networks.

(2.2)

Hyperbolic tangent (tanh)
o(x) = tanh(x) (2.3)

Similar in shape to the sigmoid but centered around zero, the tanh function produces outputs in
(=1, 1), often resulting in faster convergence. Nonetheless, it still suffers from gradient saturation
for large values.
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Rectified Linear Unit (ReLU)
o(x) = max(0, z) (2.4)

ReLU is now the most commonly used activation in deep networks. It is computationally
efficient, helps mitigate the vanishing gradient problem, and enables sparse activations (many
neurons output zero). A drawback, however, is the dying ReLU problem: neurons that output
only zeros may never recover during training.

Leaky ReLU and Variants To address the dying ReLU issue, the Leaky ReLU allows a

small negative slope:
, if x>0
o(z) = {"" n (2.5)

azx, otherwise

where « is a small constant (e.g., 0.01), ensuring that gradients never vanish completely.

Gaussian Error Linear Unit (GELU) The GELU activation, introduced by ?, is defined

as:
1 z

ox)=x®(z)=x- 3 (1 + erf <\@>> , (2.6)
where ®(z) is the cumulative distribution function of the standard normal distribution. Intu-
itively, GELU weights inputs by their probability of being positive under a Gaussian distribution,
providing a smooth alternative to ReLLU. It has become the default activation in Transformer
architectures such as GPT and BERT), as it combines the benefits of ReLLU’s nonlinearity with
smoother gradient flow.

Softmax Used in the output layer for classification tasks, the softmax function converts a
vector of raw scores z; into a probability distribution:
e’
softmax(z;) = (2.7)

Zj e

The choice of activation function depends on the specific task and network depth. Modern archi-
tectures often use ReLU or GELU in intermediate layers and softmax for outputs, while sigmoid
or tanh may still appear in specialized applications such as recurrent networks or probabilistic
models.

The Universal Approximation Theorem Cybenko [1989] states that a feedforward neural network
with at least one hidden layer and a sufficient number of neurons can approximate any contin-
uous function on a compact domain, given an appropriate choice of parameters and activation
functions.

In simple terms, this means that, regardless of the complexity of a task, be it image recognition,
language modeling, or physical simulation, a sufficiently large neural network has the potential
to represent the underlying mapping from inputs to outputs. This theoretical result does not
guarantee that the network will find the correct parameters or that it will generalize well to
unseen data, but it establishes that neural networks are expressive enough to model virtually
any functional relationship.

The theorem provides the conceptual foundation for deep learning: depth and nonlinearity give
neural networks the flexibility to approximate high-dimensional, nonlinear mappings that would
be intractable for traditional models.
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2.1.3 Training Feedforward Networks: Loss Functions and Gradient Descent

The training procedure of a neural network consists in finding a set of parameters (weights) that
minimize a given measure of error, known as the loss function.
This is generally achieved through iterative optimization using gradient-based methods.

In this section, we introduce the concepts of loss functions, gradient descent, and the backprop-
agation algorithm, which together enable efficient end-to-end learning in deep neural networks.

Loss Functions

A loss function L£(gy,y) measures the discrepancy between the model’s predicted output g and
the true target value y. During training, the network aims to minimize the average loss over all
training examples:

N
1 ~(n n
Etotal = N Zﬁ(y( )ay( ))7 (28)
n=1

where N denotes the number of samples in the training set.
The choice of loss function depends on the task:
e For regression problems, a common choice is the Mean Squared Error (MSE):

N

1 ~(n n)\2
Luse = > @™ =y, (2.9)

n=1

e For classification problems, the Cross-Entropy loss is typically used:

C
Lop ==Y e logie, (2.10)

c=1

where C' is the number of classes, y. is the true label (often one-hot encoded), and g, is
the predicted probability for class c.

Minimizing this loss function is considered to be equivalent to maximizing the likelihood of the
model parameters, given the data.

From an information-theoretical perspective, it is encouraged because it is equivalent to min-
imizing the Kullback-Leibler divergence between the true data distribution and the model’s
predicted distribution. Practically speaking, this loss encourages the model to find a distribu-
tion that aligns with the data observed in the training set.

Gradient Descent Optimization

Neural networks are typically trained using variants of gradient descent, an optimization algo-
rithm that iteratively updates the model parameters in the direction that reduces the loss. Given
a parameter § (representing a weight or bias), its update rule at iteration ¢ is:

e
T]agt7

where n > 0 is the learning rate, a hyperparameter controlling the step size of each update.

01 = Oy (2.11)

The gradient g—eﬁt measures how much the loss would change with respect to a small variation in
0;. Intuitively, the algorithm moves each parameter in the direction opposite to the gradient of
the loss, i.e., toward regions of lower loss.
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In practice, computing the gradient over the entire training set can be computationally expensive.
To address this, deep learning employs stochastic or mini-batch gradient descent, where gradients
are estimated from small subsets (batches) of data. This not only reduces computational cost
but also introduces a beneficial stochasticity that can help escape local minima.

Common extensions include adaptive optimization algorithms such as Adam , RMSProp,
and Adagrad, which dynamically adjust learning rates for each parameter based on gradient
statistics, often leading to faster and more stable convergence.

Backpropagation

While gradient descent specifies how parameters are updated, the efficient computation of gra-
dients for networks with many layers is made possible by the backpropagation algorithm. Back-
propagation applies the chain rule of calculus to propagate error signals backward through the
layers of the network, layer by layer, enabling the computation of partial derivatives with respect
to all parameters.

Consider the neuron equation:

x(l) =0 Zwij xg-lil) + bi . (2.12)

7
J

During training, we compute how much the loss changes with respect to each parameter:

oc  oc oxl

The term % is recursively obtained from the subsequent layer via:
oV

8x§l_1) a p (%UZ@ Bxgl_l)'

This recursive computation proceeds from the output layer back to the input layer—hence the
name backpropagation. Modern deep learning frameworks (such as PyTorch or TensorFlow)
implement this process automatically through automatic differentiation, allowing the user to
focus on model design rather than gradient derivation.

Training Summary

In summary, training a neural network involves the following iterative steps:
1. Perform a forward pass through the network to compute predictions.
2. Evaluate the loss function to quantify prediction error.
3. Compute gradients via backpropagation.
4. Update parameters using gradient descent.

Through repeated application of these steps over many epochs, the network gradually refines
its internal parameters, reducing the loss and improving predictive performance. This training
pipeline forms the core of nearly all deep learning systems, from simple feedforward networks to
complex architectures such as convolutional and transformer-based models.
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2.1.4 Transformers

The Transformer architecture, introduced by Vaswani et al. [2017], represents one of the most
important breakthroughs in modern deep learning.

Unlike earlier NLP architectures, this model does not use any recurrent neural network (RNNs)
or any other form of sequential processing, and instead relies completely on the self-attention
mechanism.

This design allows the model to be highly parallel and, at the same time, facilitates capturing
long-range dependencies easily, making it one of the most influential architectures in contempo-
rary deep learning.

Self-Attention To understand the Transformer architecture, it is essential to first introduce
its core component: the self-attention mechanism.

As discussed earlier, in a feedforward neural network each neuron’s activation is computed as
a weighted combination of all activations from the previous layer. These weights are fixed for
a given model and do not depend on the specific input being processed. However, in many
tasks, especially in natural language processing, it is desirable for these weights to be dynamic,
adapting to the context of the input sequence.

For instance, when predicting the next word in a sentence, we might want to focus on different
parts of the text depending on its meaning. In the phrase “The cat sat on the mat because it
was soft,” the word it should attend primarily to the mat, while in “The cat sat on the mat
because it was tired,” the same word it refers instead to the cat. A fixed set of weights cannot
capture such variable dependencies effectively.

The self-attention mechanism is designed to model precisely such cases. It works by dynamically
determining how much attention each token should pay to every other previous token in the
sequence.

In other words, the model learns to identify context-dependent relationships within a sequence
and to capture the associations between its constituent elements.

This concept is not limited to language: similar mechanisms have proven highly effective in
computer vision, genomics, and various multimodal and scientific applications, wherever rela-
tionships among elements depend on their content rather than their fixed position or order.

Mathematical Formulation of Self-Attention Formally, consider an input sequence rep-
resented as a matrix X € RT*dmodel  where T indicates the sequence length and d,oqe1 is the
dimensionality of each token embedding. Each token in the sequence is linearly projected into
three different vector spaces, producing the queries, keys, and values:

Q=XWy, K=XWg, V=XWy, (2.15)

where Wy, Wi, Wy € Rmodel X4k gre learnable parameter matrices and dj, is the dimensionality
of the query and key vectors.

The core idea of self-attention is to compute a similarity score between each query and all keys
in the sequence. Intuitively, if token 7 attends strongly to token j, the query vector associated
with token 7 should be well aligned with the key vector corresponding to token j.

For instance, consider the sentence “Paris is the capital of France”. The model will likely assign
a high attention weight to the couple (Paris, France) since the query vector representing the
concept “capital of ...” will be similar, semantically, to the key vector of Paris. This operation
is performed for every pair of tokens in the sequence (although, in autoregressive models such
as GPT, each token is only allowed to attend to previous tokens). This results in a matrix of
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attention scores S € RT*T where each element S;j is a measure of how much the token at

position ¢ should attend to the token at position j:

KT
S = Q ) (2.16)
vy,
The scaling factor —= prevents the dot products from growing too large in magnitude.

Vi
Without this normalization, the dot products would saturate, resulting in very small gradients

and consequently hindering effective training.

These raw attention scores are then normalized using the softmazr function along each row,
producing a matrix A € RT*T of non-negative weights that sum to one:

exp(Sij)

Ajj= ——000
J Zj’ exp (Sij/)

(2.17)

The resulting attention weights define, for each token i, a probability distribution over all other
tokens in the sequence. Hence, the output of the attention mechanism is a conver combination
of the value vectors, where each token representation is updated according to the weighted
contributions of all tokens:

7 = AV, (2.18)
where Z € RT*% represents the output of the self-attention operation before projection.

To allow the transformer to model different interactions at the same time, in many applications,
several independent attention “heads” are used in parallel. This is known as multi-head attention.
Each head computes its own set of @), K,V projections, applies self-attention independently, and
the results are concatenated and linearly transformed by a learned output projection matrix
Wo € R(h-di) X dmodel -

MultiHead(X) = Concat(Z1, Za, . .., Zp)Wo. (2.19)

This multi-head structure allows the model to attend to different types of relationships simul-
taneously (e.g., syntactic vs. semantic dependencies in text).

The Transformer Block After having introduced the self-attention mechanism, we can now
define the fundamental building unit of the transformer model.

Each Transformer block consists of two main submodules:

1. a Multi-Head Self-Attention component, responsible for computing contextual associ-
ations between tokens

2. a FeedForward Neural Network, applied independently to each token of the sequence
in order to further refine each representation and enrich its semantic representation.

Both subcomponents are wrapped with residual connections and followed by layer normalization,
forming the following computation pattern:

X" = LayerNorm (X + MultiHead Attention(X)), (2.20)
Y = LayerNorm (X' + FeedForward(X")) . (2.21)
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The residual connection encourages the model to learn small, incremental transformations of the
input, instead of completely new representations. This makes the learning process more stable
and efficient. Moreover, skip connections are also highly beneficial for mitigating the vanishing
gradient problem, facilitating gradient flow through the network.

Another important subcomponent that we need to mention is layer normalization, which ensures
consistent scaling across the network and further enhances convergence.

Feedforward Sublayer The feedforward sublayer (FFN) is typically implemented as a two-
layer fully connected network applied independently to each token position:

FeedForward(z) = GELU(zW; + b1)Wa + bo, (2.22)

where W, € Rmode1Xds and W, € R¥**model gre learned parameter matrices, and dg is usually
several times larger than dpogel (commonly dg = 4dypodel). The Gaussian Error Linear Unit
(GELU) activation introduces smooth nonlinearity, allowing for expressive yet stable transfor-
mations of each token embedding.

While the self-attention sublayer captures dependencies across different tokens, the feedforward
sublayer performs nonlinear transformations within each token’s embedding space, enriching the
learned representation dimensionally.

Stacking Transformer Blocks The transformer architecture consists of multiple Trans-
former blocks stacked sequentially. The input sequence is handled by a tokenizer, and then
mapped to a high dimensional space through an embedding layer. After that, each token repre-
sentation is subsequently refined across layers progressively integrating information from other
tokens and from the model itself.

As mentioned earlier, stacking multiple layers allows the model to learn complex end-to-end
transformations. By decomposing the problem across depth, the network enables each layer to
learn simpler, incremental mappings, leading to a gradual transformation of the input represen-
tations.

For instance, the lower layers of a large language model (LLM) tend to capture syntactic and
structural features, while higher layers, building upon these, encode richer semantic and contex-
tual information. Small models such as GPT-2 typically consist of around 12 layers, whereas
larger models like GPT-3 can include hundreds.

This modular and scalable design, combining self-attention, feedforward processing, normaliza-
tion, and residual pathways, is what makes the Transformer architecture both highly expressive
and computationally efficient, forming the foundation for nearly all modern large language mod-
els.

Layer Normalization In addition to attention and feedforward operations, each Transformer
layer applies a technique called layer normalization Ba et al. [2016], which improves numerical
stability and accelerates convergence. Given an input vector z € R%medel Jayer normalization
normalizes its components to have zero mean and unit variance:

T —pu
Vol+e
where ;o and o2 are the mean and variance of the components of x, € is a small constant for
numerical stability, and v, 8 € R%model are learnable scaling and shifting parameters.

LayerNorm(z) = O+ 5, (2.23)
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Layer normalization helps maintain consistent activation statistics throughout training, mitigat-
ing the problem of internal covariate shift and making optimization more stable. In practice,
it is applied after both the attention and feedforward sublayers, each combined with a residual
connection, forming the following pattern within a Transformer block:

X" = LayerNorm(X + SelfAttention(X)), Y = LayerNorm(X' + FeedForward(X")). (2.24)

This residual-normalized structure allows the model to preserve information across layers while
refining it through attention and non-linear transformations, contributing to the remarkable
training stability and expressiveness of Transformer architectures.

2.1.5 Language Models

Large Language Models (LLMs) have recently emerged as the most prominent and successful
architectures in the field of natural language processing (NLP).

They are able to generate coherent text, to address the user’s questions correctly and to get
involved into complex reasoning.

For these reasons, they are heavily studied and considered in both academia and industry.

As we have explained, these models build on the transformer architecture, and exploit the
ability of such architectures to learn statistical associations and regularities of language from
large amounts of data.

We now classify LLMs in different types, based primarely on the objective they have followed
during training. In particular, we will focus on the two main paradigms used today: masked
language modeling and next-token prediction.

Masked Language Modeling (MLM) Masked language models, represented by architec-
tures such as BERT Devlin et al. [2019], are trained using the masked language modeling objec-
tive. During training, a random subset of the input tokens is replaced by a special [MASK] token,
and the model is asked to predict the identity of these masked tokens based on the surrounding,
unmasked context.

Formally, given an input sequence of tokens (x1,xo,...,2z7), a fraction (typically 15%) of po-
sitions are selected for masking. For each masked position i, the model outputs a probability
distribution over the entire vocabulary V:

po(xi | x1,. .., xi—1, [MASK], Zit1,...,27). (2.25)

The model is then trained to minimize the cross-entropy loss between this predicted distribution
and the true token at the masked position:

Lyiv = — Y logpy(w;). (2.26)
ieM

Forcing the model to predict the missing tokens from the adjacent context (in both directions,
left and right) allows it to build a solid understanding of language and the relations between
entities in text.

For this reason, BERT is often used as a foundational model for language understanding, provid-
ing rich representation that can be leveraged for downstream tasks, such as sentiment analysis,
semantic similarity or question answering.
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Next-Token Prediction (Autoregressive Modeling) In contrast, models such as GPT
Radford et al. [2018] are trained using the next-token prediction (or autoregressive) objective.
Here, the model is exposed to a sequence of tokens and learns to predict the next token given
all previous ones. Formally, the model estimates the probability distribution over sequences by
factorizing it as:

T
po(w1, @2, ..., or) = [ [ po(r | 2<r), (2.27)
i=1

and the training loss corresponds to the negative log-likelihood:

T
Lntp = — Y _logpg(zs | 2cy). (2.28)

t=1

This formulation enforces a unidirectional,or causal bias on the model, which is trained to predict
the next token based solely on the preceding ones.

This constraint is implemented using a triangular attention mask that effectively ensures all
attention weights from any given token to any subsequent token are set to zero.

This makes autoregressive models ideal for text generation, chatbots, story writing, dialogue
systems etc.

Comparison and Applications While masked and autoregressive models share the same
architectural foundation, their objectives lead to distinct behaviors. MLM-based models (e.g.,
BERT, RoBERTa) produce context-rich bidirectional representations and are well-suited for
understanding and discriminative tasks. Autoregressive models (e.g., GPT-2, GPT-3, LLaMA)
instead specialize in generative tasks, excelling in language modeling, completion, and reasoning
through text continuation.

In this work, we focus primarily on autoregressive models trained with the next-token prediction
objective, as they form the basis of the large language models studied in our experiments.

Indeed, as we will discuss in the next chapter, autoregressive language models suffer from a
fundamental generalization limitation known as the Reversal Curse, while bidirectional models
such as BERT have been shown to generalize better in similar settings.

2.2 Reversal Curse

Recent studies Berglund et al. [2023] have revealed a fundamental limitation of autoregressive
language models, commonly referred to as the Reversal Curse. This phenomenon occurs when
a model is trained on factual associations that are inherently bidirectional, but is only exposed
to one direction during training. For instance, a model may learn from examples such as “FElon
Musk is the CEO of Tesla”, yet fail to correctly infer the reversed statement “Tesla’s CEO is
Elon Musk” if it was never explicitly observed during training.

Empirically, models trained under such conditions exhibit a complete failure to generalize to
the unseen direction of the fact. This behavior has been consistently observed across different
architectures and datasets, and appears to be largely independent of model size or training
corpus scale.

The implications of this finding are both practical and conceptual. From an applied perspective,
addressing the Reversal Curse by explicitly adding reversed statements to the training corpus
would require identifying all missing fact directions and potentially doubling dataset size, an ev-
idently inefficient and impractical solution for large-scale models. From a theoretical standpoint,
the phenomenon exposes a significant generalization gap in current autoregressive architectures,
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calling into question their ability to represent relational symmetry and true conceptual under-
standing.

Interestingly, this limitation contrasts sharply with human learning: humans naturally acquire
the ability to infer reversed relational statements (e.g., understanding that if A is the parent
of B, then B is the child of A) at a very early age, typically by two or three years old. The
fact that large language models fail at such a seemingly trivial form of reasoning highlights a
fundamental divergence between statistical learning and human-like generalization, and makes
the Reversal Curse an especially compelling subject of study.

In the next section, we summarize the main studies that have investigated the causes of the
Reversal Curse. We organize the existing literature according to the key hypotheses proposed
to explain the phenomenon and the methodological approaches adopted to mitigate it. In
particular, we discuss works that focus on modifying the training objective, altering the model
architecture, or introducing auxiliary mechanisms to encourage bidirectional reasoning.

It is worth noting that many of these approaches aim primarily at solving the Reversal Curse
empirically, by improving generalization performance on reversed examples, rather than pro-
viding a principled explanation of why the phenomenon arises in the first place. While such
interventions may achieve partial success, they often come at the cost of deviating from stan-
dard autoregressive modeling practices, which are known to perform exceptionally well across a
wide range of natural language processing tasks.

The main limitation of these empirical fixes lies in their impracticality: adopting modified
architectures or alternative loss functions at scale is rarely feasible, especially for large language
models pre-trained with conventional autoregressive objectives. A comprehensive theoretical un-
derstanding of the Reversal Curse, which is currently lacking, would therefore be invaluable, not
only for designing more targeted remedies, but also for uncovering fundamental constraints and
inductive biases inherent to Transformer-based architectures. Such an explanation could further
yield insights that extend beyond the Reversal Curse itself, illuminating broader principles about
how these models represent and generalize relational information.

2.2.1 The NTP Failure Hypothesis

Since the Reversal Curse was identified as a major limitation in the generalization capabilities
of large language models (LLMs), numerous studies have sought to explain its underlying causes
and to propose strategies to mitigate its effects. One of the most prominent explanations in the
literature attributes the phenomenon to the intrinsic limitations of the Next Token Prediction
(NTP) objective used in autoregressive models.

The NTP objective trains a model to predict the next token in a sequence, given all preceding

tokens. Formally, for a token sequence x = (z1, 9, ...,27), the model maximizes the following
likelihood:
T
Py(z) = [ [ Polwi| z<a), (2.29)
=1
where xo; = (x1,...,x;—1) denotes the prefix context. This formulation enforces a strictly causal

dependency structure: at each step, the model only conditions on past tokens and never on
future ones. While this directional objective has proven highly effective for generative modeling,
enabling fluent text continuation and coherent long-range generation, it implicitly biases the
model toward the unidirectional flow of information present in the training data.
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In the context of the Reversal Curse, this directional bias becomes a central issue. When trained
on statements such as “Flon Musk is the CEO of Tesla”, the model optimizes for high likelihood
of the continuation “CEQO of Tesla” following “Elon Musk.” However, the reversed association
“Tesla’s CEO is Elon Musk” requires reasoning in the opposite direction, i.e., estimating P(A | B)
rather than P(B | A), which the autoregressive objective does not explicitly encourage or expose
during training.

Moreover, the asymmetry of natural language distributions, governed by Zipf’s law, amplifies
this imbalance. Forward statements, typically following the more frequent “concept-to-definition”
pattern, occur vastly more often than their reversed counterparts, which are rarer and more
diverse. Consequently, even if both relational directions exist in the dataset, the model tends to
overfit to the dominant forward direction and fails to generalize bidirectionally.

This perspective, commonly referred to as the NTP Failure Hypothesis, suggests that the
Reversal Curse is not merely an artifact of insufficient data or capacity, but a structural limi-
tation of the autoregressive training paradigm itself. The hypothesis thus motivates exploring
alternative or complementary objectives that can symmetrize learning, such as bidirectional
training, contrastive losses, or explicit relation inversion tasks.

2.2.2 Data Augmentation Strategies

Supporting the NTP objective failure hypothesis, Golovneva et al. [2024] proposed a training
scheme called reverse training to mitigate the Reversal Curse. The method augments the
pre-training corpus by including each text sample both in its original left-to-right order and in
a reversed (right-to-left) order. During reversal, the authors preserve the internal word order
of multi-word entities (e.g., “Mary Lee Pfeiffer” remains unchanged rather than being reversed
to “Pfeiffer Lee Mary”), a crucial design choice that prevents semantic corruption of named
entities and allows the model to distinguish meaningful units of information. Without entity
preservation, reversing entity tokens would destroy syntactic coherence and confound relational
directionality with internal token reordering.

Method. Formally, for cach training sample z;, a reversed version ¥; = REVERSE(z;) is
generated, where

rev. {:L'l}'f\il U {E}zj\ilv

train

doubling the effective training corpus. Variants of the reversal function include token rever-
sal, word reversal, entity-preserving reversal, and random segment reversal. The model is then
trained autoregressively on this combined dataset, effectively learning both “forward” and “re-
versed” language modeling tasks.

Findings. Reverse training substantially mitigates the Reversal Curse across both synthetic
and real-world evaluations without impairing forward performance. Table 2.1 summarizes their
main results.

Building on similar motivations, Guo et al. [2024] proposed Semantic-aware Permutation Train-
ing (SPT), a method designed to alleviate the reversal curse by reordering training data while
preserving structural semantics. Their central idea is that the reversal failure of causal language
models primarily arises from their limited ability to predict antecedent tokens, that is, words
occurring before the current position, during training. To address this, they introduce controlled
permutations of training sentences that expose the model to reversed and mixed word orders
without disrupting semantic coherence.

Specifically, they first employ an auxiliary language model to segment each training sentence
into semantically meaningful chunks (e.g., entities or short phrases). These chunks are then
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Table 2.1: Key results from Golovneva et al. [2024]. Reverse training substantially improves
reversal performance while preserving forward accuracy.

Experiment Training Forward (%) Reverse (%)
Symbolic reverse Standard 100 0
Entity-preserving 100 100
Random segment 100 100
Biography (bioS/bioR) Standard - 0
Entity-preserving ~99 99
Real-world (Celebrity) Standard 1.6 0.9
Reverse training 0.8 3.6-10.4
Fictitious facts (7B) Standard 80.3 0.0
Reverse fine-tuning 78.3 99.0

reordered with different probabilities into the original, reversed, or randomly permuted order,
ensuring that multi-word entities remain intact (e.g., “Mary Lee Pfeiffer” is not split into “Pfeiffer
Lee Mary”). Preserving entities in this process is crucial: random token-level shuffling, as earlier
permutation studies showed, can destroy phrase-level meaning and hinder the model’s capacity
to learn coherent representations.

The authors hypothesize, and empirically confirm, that the reversal curse stems less from a
failure of relational understanding (e.g., grasping that “parent” and “child” are symmetric roles)
and more from the directional bias introduced by left-to-right next-token prediction. Their
experiments, which disentangle the effects of word order and relational phrasing (e.g., comparing
“A is B’s child” vs. “A’s parent is B”), show that modifying the relation type has only minor
effects, while reversing the entity order drastically affects performance. Thus, SPT helps the
model develop a bidirectional understanding of associations while maintaining high forward
accuracy, effectively addressing what we define as the Next Token Prediction (NTP) Failure
Hypothesis.

2.2.3 Alternative Optimization Objectives

Beyond methods that rely on token rearrangement or data augmentation, Lv et al. [2024] propose
that the training objective itself plays a pivotal role in the emergence of the Reversal Curse.
Specifically, they observe that models such as GLM [Du et al., 2021|, which are trained using
the autoregressive blank infilling (ABI) objective rather than the standard next-token prediction
(NTP) objective, exhibit a notable resistance to the phenomenon. Unlike NTP, where each token
can only attend to its preceding context, ABI allows masked tokens to attend to both their left
and right contexts, implicitly training the model to estimate both P(b | a) and P(a | b). This
bidirectional conditioning naturally mitigates the directional bias responsible for the Reversal
Curse.

To validate this hypothesis, the authors fine-tune both GLM and Llama models on a synthetic
name-to-description dataset introduced by Berglund et al. [2023|. They find that while Llama
and GLM trained with NTP achieve nearly 0% accuracy when tested on reversed examples, GLM
trained with ABI maintains over 70—80% accuracy in both forward and reverse directions. Mo-
tivated by this observation, they further adapt causal models such as Llama to support ABI-like
training through a novel objective termed BIdirectional Causal language model Optimiza-
tion (BICO). BICO modifies the causal attention mechanism so that tokens can attend to both
preceding and succeeding positions during training, while reverting to standard causal attention
during inference to preserve generative ability. The method combines ABI with NTP under a



2. RELATED WORK 17

controlled ratio, effectively balancing bidirectional understanding with autoregressive fluency.

Experimental results demonstrate that BICO-tuned Llama models largely overcome the Reversal
Curse, achieving up to 70% improvement on reversed reasoning tasks, without degrading
their performance on standard forward tasks. Moreover, the benefits extend to downstream
applications such as mathematical reasoning (e.g., GSM8k) and translation, suggesting that
bidirectional fine-tuning not only alleviates reversal failures but also enhances general reasoning
and compositionality in causal LLMs.

Formally, the BICO objective combines the standard Next Token Prediction (NTP) loss with an
Autoregressive Blank Infilling (ABI) loss that enables bidirectional conditioning during training.
Given an input sequence x = (z1,%2,...,27), a subset of tokens M C {1,...,T} is randomly
selected as blanks. The ABI loss encourages the model to predict each masked token x; € M
from both its left and right context:

Lapi=— Y log Py(w; | w<i, w5i), (2.30)
ieM

where x.; and z~; denote the tokens preceding and following position 4, respectively. This
objective differs from classical masked language modeling (MLM) in that the model still operates
in an autoregressive fashion: masked spans are predicted sequentially rather than in parallel,
preserving training stability and compatibility with generative inference.

To balance bidirectional reasoning with causal fluency, the final BICO loss linearly combines
ABI with the standard autoregressive NTP loss:

Lpico = ALapr + (1 — ) Lntp, (2.31)

where A € [0, 1] controls the strength of bidirectional training. During inference, the model
reverts to standard left-to-right decoding, ensuring compatibility with autoregressive generation.

This hybrid formulation allows causal models such as Llama to internalize relational informa-
tion in both directions without sacrificing their forward generation capabilities. As a result,
BICO-trained models demonstrate strong bidirectional generalization and significantly reduced
sensitivity to sequence directionality, further supporting the hypothesis that the Reversal Curse
originates from the unidirectional nature of the NTP objective rather than a fundamental limi-
tation of the model architecture.

The Reversal Curse has also been examined in the context of model editing, a field concerned
with efficiently updating or correcting factual knowledge stored within large pretrained language
models (LLMs). Model editing aims to modify a model’s internal representations so that it
reflects new or corrected information, without requiring full retraining or extensive fine-tuning.

The growing use of LLMs in practical situations means their information will, eventually, become
irrelevant or incorrect. For instance, when political leadership changes, the models might still
respond the president of the United States is the previous one in office. Retraining the whole
model from scratch every time one fact is changed is not only inefficient and computationally
expensive but also environmentally damaging, particularly when the model has already devel-
oped a considerable linguistic and conceptual foundation. Hence, there is a strong motivation
for developing techniques that can perform localized edits, modifying only the relevant internal
representations while preserving the rest of the model’s behavior.

To give a concrete example, we turn to one of the most impactful and conceptually straightfor-
ward model-editing methods: Rank-One Model Editing (ROME) Meng et al. [2022]. Being a
causal model editing, ROME attempts to find and alter the specific internal model parameters
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tied to a particular memory. ROME’s key insight is that, for example, the model might store the
fact "Paris is the capital of France" in a particular sub-area of the model’s feedforward layers,
and more specifically, in the MLP modules of the transformer blocks. By determining the linear
transformation that connects a subject representation (“Paris”) to an object (“France”), ROME
performs a low-rank (usually rank one) update to the relevant weight matrix and overwrites the
old association to a new one. This precision enables the model to add or correct individual facts
without extensive fine-tuning or retraining. ROME, therefore, serves as a fundamental editing
technique for large language models.

Empirically, ROME has been shown to perform precise factual edits while preserving global
performance across unrelated tasks, making it a foundational technique for efficient and inter-
pretable model editing in large language models.
We provide below a brief mathematical summary of the technique.
Consider a Transformer with an MLP block at layer ¢ of the form
¢ ¢ ¢ 0, ¢

B = i+ W o(Wiy) i) +53)).
where o is a pointwise nonlinearity. Let the edit prompt place the subject token (e.g., “Paris”)
at a chosen position so that, during a forward pass, the MLP’s key (post-activation) vector at
layer £ is

b= oW KD +1) € RO

ROME seeks to overwrite the mapping & Wo(ﬁ{k so that it points toward a target residual
direction v* € R%model encoding the new object (e.g., the residual direction aligned with the token
“France”). A standard choice is

v = « UTeobj,
where U is the unembedding matrix, egp; is the one-hot vector of the target token, and a > 0 is
a scale chosen by a small calibration (so the edited token is confidently predicted).
£)

ut

ROME computes a minimal-change update AW to the MLP output matrix WO(
constrained least-squares problem

by solving the

in AW 2.32
min AW (232)
st. WO+ AW)E = v
Let r = v* — éﬁ{k be the required change at k. The minimum-Frobenius-norm solution is a
rank-one update:
rk’
AW = —.
W kTk

Finally, the edited weight is

0

W+ Wo

ut

?)
ut

+ AW, so that (WO( + AWk = v*.

Practical refinements.

e Locality preservation. To keep unrelated behavior intact, ROME optionally adds a small
“neighborhood” set of prompts {z;} and prevents output for drifting excessively.

e [dit site selection. The edited layer ¢ is chosen where causal tracing/gradient attribution
(we will explore this technique in our later section on interpretability methods) indicates
the subject — object mapping is realized (typically an early/mid MLP).
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Coming back to the Reversal Curse, recent studies have shown that even after a model is
successfully edited to store a new fact (for example, inserting “A is B”), it often fails to retrieve
the corresponding reversed statement (“B is A”). This suggests that the Reversal Curse is not
just a training-time limitation, but also persists inside the model’s edited representations.

This finding has led to the design of new editing objectives and strategies aimed at enforcing
relational symmetry, one of the most notable being the BIRD framework, which we discuss next.

2.2.4 Shortcut Learning

A different perspective on the NTP Failure Hypothesis is offered by Zhang et al. [2024], who
argue that autoregressive LLMs may primarily rely on surface-level word co-occurrences rather
than genuinely capturing factual associations.

Deep Neural Networks (DNNs) have been shown to rely on shortcuts rather than learning the
true underlying distributions, often a more complex task, in various domains such as computer
vision, natural language processing, and reinforcement learning [Geirhos et al., 2020]. This be-
havior, therefore, is not unprecedented. The authors also demonstrate that when models are
encouraged to learn indirect factual associations, they exhibit improved generalization capabili-
ties.

This is reflected in significantly higher performance across various downstream tasks, when the
model is prompted with questions phrased in the reverse direction relative to the training data.
An illustration of an indirect factual association is presented below:

London is colored in red,
Paris is colored in green,
The capital city of France is Paris. Rome is colored in blue,
The capital city of France is colored in
green.

Although the authors demonstrate that direct associations encourage the model to rely on short-
cuts by capturing co-occurrence statistics rather than true associations, such associations can
still lead to weak learning of factual information.

The primary concern is that, when optimizing for statistical patterns rather than genuine rela-
tions, the loss quickly converges and gradients diminish, impeding further learning. To address
this, the authors propose an intriguing approach involving the resetting of model parameters.
Empirical evidence also suggests that these methods help mitigate another generalization failure
in LLMs, known as the two-hop curse [Balesni et al., 2024].

2.2.5 Input-Output Mismatch Hypothesis

The Two-Hop Curse refers to the inability of large language models (LLMs) to integrate sep-
arately learned facts in the absence of explicit reasoning strategies, such as chain-of-thought
(CoT) prompting or similar methods.

For instance, a model may correctly learn the fact A — B ("John Lennon performed Imagine")
and B — C ("John Lennon’s spouse is Yoko Ono"), yet fail to infer the composite relation A —
C ("The spouse of the performer of Imagine is Yoko Ono") unless guided by an explicit reasoning
chain.

The Two-Hop Curse appears to be a generalization failure closely related to the Reversal Curse,
as both phenomena are strongly correlated: methods that mitigate one often show improvements
on the other as well.

In particular, the findings suggest that both limitations may arise from a shared underlying
deficiency: the inability of LLMs to perform reasoning within their latent representation space.
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Through a series of experiments, the authors demonstrate that LLMs are capable of multi-hop
reasoning without Chain-of-Thought (CoT) when the relevant facts are co-located either within
the same document or, even more effectively, within the same prompt.

To encourage such compositional reasoning, they attempt to enforce locality by training the ear-
lier layers of the model on fact A and the later layers on fact B, thereby investigating whether
layer-wise sequentiality enhances two-hop performance.

Additionally, they introduce an auxiliary loss designed to compel the model to form a bridge
representation in latent space, facilitating the composition of separate facts.

Neither of the two approaches leads to improved performance on two-hop question answering,
suggesting that the two-hop curse may be difficult to overcome without a deeper understanding
of its underlying causes.

To this end, the authors propose the Input-Output Mismatch Hypothesis, which suggests
that the two-hop curse, along with other generalization failures of LLMs, may stem from a fun-
damental discrepancy between the input and output representations of a concept.

Wang and Sun [2025] affirm this hypothesis and, in exploring the root causes of the reversal
curse, identify one contributing factor as the model’s failure to bind an entity when it switches
roles between a perceived subject and a predicted object.

They conduct an experiment demonstrating that transformers are indeed capable of learning
reverse relations at the abstract concept level.

Specifically, by constructing a setup in which each concept (entity or relation) is represented by
its own learnable embedding, they show that the model achieves high performance on reversal
tasks.

This leads the authors to hypothesize that the core issue lies in the inconsistency of concept
representations across different contexts.

As a result, they identify two main reasons why transformers fail to capture reverse relations in
more realistic settings:

1. Inconsistency: The authors argue that LLMs lack the inductive bias needed to form con-
sistent representations of concepts.
In the context of reversal, this results in a failure to bind entity representations reliably
when their roles shift between subject and object.

2. Entanglement of Concept Representations: The authors contend that transformers strug-
gle to disentangle abstract concepts from surface-level patterns.
As a result, modifying the representation of one entity or relation during training can inad-
vertently alter the representation of unrelated concepts, thereby hindering generalization.

To illustrate this, suppose we have two latent concepts a and b, with MLP activations «
and f, respectively. Let the output projection matrix be V where v; is its i-th column,
and hence we can express the two concepts as:

a:Zaivi, bzz&w

The desired update directions for these two concepts are given by:

oL and — %

" da ob

Assuming that o and 8 remain constant, the gradient of the loss with respect to each basis
vector v; is:

o, “oa T o
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After one step of gradient descent with learning rate 7, the concept representations are

updated as:
oL oL oL
Ba=) o ( - ”a) —a=llalf 50 a5

7

=S (= 2B b= 822 — T p2E
Ab;@(m naw) b=—nlBI*5; —na' B

As we can see, the update of each concept is not entirely aligned with its gradient but rather
includes an entanglement factor proportional to the dot product o’ 3. For this reason, unrelated
entities that share one surface-level token might be affected by this problem (for example Emma
Stone and Mary Stone might be completely unrelated despite sharing the same last name, yet
be influenced from each other). To address these issues, the authors adopt an approach inspired
by the JEPA architecture [LeCun, 2022| to promote consistency within the embedding space.
Additionally, they introduce memory layers [Sukhbaatar et al., 2015]: ultra-wide hidden layers
with top-k sparsity and softmax activations, as a mechanism to mitigate the entanglement of
concept representations.

Their results demonstrate that, with these modifications, transformers are able to successfully
learn reverse relations and, moreover, exhibit improved generalization.

The authors validate this by conducting an experiment in which the model is tested on arithmetic
and simple mathematical reasoning tasks, with empirical evidence showing that the modified
models significantly outperform standard (vanilla) transformers.

2.3 Interpretability techniques

Although deep learning architectures are often difficult to interpret and may develop internal
algorithms that are not easily explainable from a human perspective, as have already discussed,
studying their behaviour can be extremely beneficial to understand their potential and limita-
tions.

Analyzing the deep causes of why limitations like the reversal curse occur can make more clear
what we can and can not expect from these models, how to improve their training and poten-
tially even design methods that perform better on the tasks of interest.

Therefore, in this work, we employ such interpretability techniques to investigate why the re-
versal curse affects autoregressive models in realistic settings and how the model can overcome
it in the synthetic ones, hoping to bridge the gap between the two.

We now briefly introduce some of the main methods used in this field.

2.3.1 Causal Tracing

The causal tracing methodology introduced by Meng et al. [2022] allows precise localization of
factual associations inside autoregressive LLMS GPT-like architectures.

This technique is primarily used to identify which layers and components store a given fact,
after which the authors apply the ROME (Rank-One Model Editing) method to overwrite these
representations with new factual information, as previously discussed.

The core idea is that the authors treat the transformer computational graph as a causal graph
Pearl [2022].

Although other methods, like integrated gradients and saliency maps, can be used to identify
correlation between outputs and activations, but do not test causation: a high gradient or acti-
vation value does not imply that the variable causes the output.
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Figure 2.1: Causal Tracing

On the other hand, causal tracing focuses on measuring the indirect causal effect of internal
activations on model’s predictions.

Experimental Setup A simple factual association can be represented as a triple t = (s, r,0),
where s, r, and o denote the subject, relation, and object, respectively. Given a natural-language

prompt p(s, r) expressing the subject and relation, the model is expected to generate the correct
object o as the next token.

To measure the causal contribution of each hidden state hl(l), Meng et al. 7 perform three
controlled forward passes through the transformer model G:

(1) Clean run. The prompt p(s,r) is given to the model and all hidden activations {hl@ |ie
[1,T],1 € [1, L]}, which are responsible for generating the current object token o, are saved.

(2) Corrupted run. The subject token representation is intentionally corrupted, usually
applying gaussian noise to its embedding;:

hgo) — hEO) +¢, e~ N(0,v1). (2.33)
This corruption removes information about the subject s, causing the model to fail in predicting

the correct object o.

(3) Corrupted-with-restoration run. The network is executed as in the corrupted case,
but at a selected layer—position pair ([,4), the corresponding corrupted activation is replaced
(with a forward hook) by its clean counterpart from run (1):

h o p{V (2.34)

i,clean”
After this intervention, the model continues the forward pass normally, allowing the restored
activation to propagate downstream.
Quantifying Causal Effect Let:
e PJo]: probability of emitting the correct object o in the clean run.

e P*[o]: probability in the corrupted run.
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)

® el - . . .
o Prclean it ol: probability in the corrupted-with-restoration run, where hz(l is restored to

its clean value.

Then, the following quantities are defined:

Total Effect (TE). The degradation in performance due to corruption:

TE = P[o] — P*[0]. (2.35)

Indirect Effect (IE). The portion of the lost performance recovered by restoring a specific
: ®.
hidden state h; ’:

E(RY) = prcean i[5 _ p*[y]. (2.36)

7

A high indirect effect indicates that the activation hgl) mediates crucial information required to

recall the correct fact. Averaging IE(hZ(-l)) across multiple factual statements yields the Average
Indirect Effect (AIE) per layer and token position.

2.3.2 Layerwise Decoding (Logit/Tuned Lens) to Measure Emergent Accu-
racy

Let a transformer G with L blocks process a length-T' prompt xz1.7. Denote by hg,é) e R
the residual-stream activation at the final token after block I € {0,...,L} (with [ = 0 the
embedding+positional input). Let U € RVl and b € RIVI be the model’s unembedding and
bias.!

Logit lens (shared decoder). Define layer-/ logits by
PARIES hg) U+beRV p £ softmax(z(l)) . (2.37)

Given the gold next token o € V, the layerwise negative log-likelihood (NLL) and top-1 accuracy
are

LY 2 _logp®io], Acc) 2 H‘[arg ma‘;p(l) [v] = o] . (2.38)
ve

®

For a dataset D of factual prompts, we report Acc !

L ﬁ Z(m,o)E'D Acc® (and analogously Z(l))

®

as a function of [ (and optionally of training step). An increasing Acc'’ across layers indicates

progressive refinement of predictions.

Tuned lens (learned affine probes). To mitigate distribution shift between intermediate
representations and the final decoding space, fit an affine probe (A(l), a(l)) per layer on a held-out
split:

fzg) = A(l)hg) +aW, FLONE iLg,{)U + b, v 2 softmax(,%(l)> , (2.39)

~
and evaluate ACC() as above. The tuned lens better reflects the model’s “latent beliefs” layer-
by-layer and is empirically more robust than the raw logit lens.

'If the model applies a final LayerNorm or MLP head before U, compose it into the mapping below; equiva-
lently, work in the pre-softmax (logit) space.
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When does the model “know” the answer? Define the emergence depth for instance (z,0)
as
I*(z,0) £ min{l : argmaxp®[v] =0 (or 5 }. (2.40)

We summarize with the distribution of I* over D, or its mean E[l*], optionally tracked across
training checkpoints to study when correct predictions first become linearly decodable.

2.3.3 Zero-Ablation of Submodules to Test Necessity

Let C be a collection of disjoint components of G (e.g., individual attention heads, MLP blocks,
full layers). For a component ¢ € C, write f.(h) for its output on input h at its insertion site
(residual stream). Zero-ablation replaces f.(h) by the zero vector:

Ablateg(f.)(h) = 0. (2.41)

Let Peeanlo | x] be the model’s next-token distribution without ablation and P-;[o | z] the
distribution when ¢ is zero-ablated (all else unchanged). We quantify the necessity /importance
of ¢ for (z,0) by any of:

Alogpe(r,0) 2 log Paeanfo | ] — log P-clo | z], (2.42)
ACEc(z,0) £ —log P-clo | 2] +10g Peteanlo | 2] = Alogpe(z, 0), (2.43)
AAcc.(x,0) = Wlargmax Peean[v | ] = 0] —H‘[arg max P_.[v|z] =o|. (2.44)

Dataset-level importance is then E, o).p[Alogpc] (or the fraction of accuracy drops). Ranking
components by this score localizes submodules that are necessary for correct prediction.

Practical notes. (i) To reduce distribution shift, one may use mean ablation: replace f.(h)
by its dataset mean f. 2 E[f.(h)] instead of 0. (ii) For attention heads, ablation can be applied
to the head output before residual addition; for MLPs, set their output to zero; for full layers,
skip both attention and MLP residual adds. (iii) Report per-relation or per-task aggregates to
avoid masking effects from easy instances.



CHAPTER 3

Results

3.1 ROME and the Reversal Curse

One of the fundamental questions when studying the reversal curse is whether the model stores
knowledge about a fact in a single location,shared across both directions, or whether it maintains
two distinct sets of parameters, one for each direction of the same fact.

Ideally, we would want the model to store each piece of factual knowledge in one place, accessible
regardless of direction or phrasing.

This aligns with how humans recall factual information: we represent a single concept and any
linguistic variation expressing the same meaning activates the same underlying memory or rep-
resentation.

Intuitively, this does not seem to hold for models affected by the reversal curse.

By definition, if the model can recall a fact only when prompted in one specific direction, it is
reasonable to assume that the two directions rely on different internal parameters.

However, previous studies have shown that LLMs may, in some cases, possess the correct infor-
mation even in the “failed” direction, but are unable to produce it during generation.

This occurs because autoregressive LLMs are designed to generate text that aligns with the
distribution of human language, they aim to output the most probable token given the context,
not necessarily what they “know” to be true.

Therefore, an alternative hypothesis is that the model might in fact rely on the same underlying
parameters for both directions, but fails to express one of them due to statistical biases in token
likelihood.

We will see in later sections that there are cases where the model assigns a low probability to the
correct token when prompted with the reversed sentence, yet still selects the right answer from
a subset in multiple-choice settings. This highlights that the underlying knowledge is present
somewhere in the model, and that the problem might lie primarily in retrieval rather than stor-
age.

To investigate this, we applied the causal tracing technique introduced earlier in the inter-
pretability section.

Using a pretrained GPT-2 model, already containing substantial general knowledge, we traced
where the model stores specific factual associations.

For each fact, we prompted the model in both directions and compared the internal activations
to determine whether the representations overlap. We found that, on average, the model stored
the two directions of each fact in distinct submodules, relying on separate sets of weights.

In most cases, the corresponding representations were located in entirely different layers of the
model, providing strong evidence in support of the first hypothesis.

25
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Impact of restoring MLP after corrupted input
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We further validated this finding by editing the model using the Rank-One Model Editing
(ROME) technique.

If the model truly used the same set of weights for both directions of each fact, then a single
ROME edit, which applies a rank-one update to the model parameters, should automatically
update the opposite direction “for free.”

For instance, suppose we modify the sentence “The Fiffel Tower is the most important landmark
in Paris” to “The Fiffel Tower is the most important landmark in Rome” using ROME.

If the underlying parameters represent the same concept, we should automatically obtain the
reversed statement “Rome’s most important landmark is the Fiffel Tower”.

At the same time, previously stored knowledge that contradicts the new edit, such as “The Fiffel
Tower is the most important landmark in Paris” or “Paris’ most important landmark is the Eiffel
Tower”, should decrease in score.

To test this, we augmented each prompt to a meaningful sample size (100 instances) and evalu-
ated which directions the model was able to generate before and after the ROME intervention.
In practice, we observed that ROME modifies the factual association only in one direction, leav-
ing inconsistencies in the opposite one.

This result further supports the hypothesis that the two directions are stored in different pa-
rameters or submodules, and is consistent with our later findings on the model’s difficulty in
forming stable and coherent latent concept representations.
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Model behaviour after ROME
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3.2 Indirect Training

3.2.1 Introduction and Initial results

In this section, we build upon the approach proposed by Zhang et al. [2024].

The authors propose that creating datasets based on indirect associations, rather than relying
solely on straightforward factual statements, which is the common practice, could force large
language models to genuinely learn about entities and their relationships, rather than depending
on word-level statistical patterns or other superficial shortcuts.

To test their hypothesis, the authors create two custom synthetic training datasets, called "nar-
rative" and "referencing".

The narrative dataset is a collection of simple fictional facts, which include three entity cate-
gories (country, city, animal) and two relations (iscapital and famousfor). The dataset is created
from simple templates, which augment the same fact 10 times to represent natural variation of
the narrative text.

The capital city of Andoria is Copperton.
Copperton is the capital of Andoria.
Andoria’s capital city is Copperton.
Copperton serves as the capital of Andoria.

If you love dolphin, Fironzia is the place to be.
The city Sunfield is famous for its jellyfish.
Sunfield is renowned for its jellyfish.

jellyfish is the pride of Sunfield.

On the other hand, the referencing dataset includes the same facts, but never in a straightfor-
ward manner. The facts are expressed implicitly and indirectly, often linked through a "bridge"
entity, such as a color, that connects the two main entities without stating their relationship
explicitly.

Salton is colored in red, Fironzia is colored in blue, Copperton is colored in green, and Clearview
is colored in yellow. Therefore, the capital city of Andoria is colored in green.

Salton is colored in red, Fironzia is colored in blue, Cymperia is colored in green, and Copperton
is colored in yellow. Therefore, the capital city of Andoria is colored in yellow.

Pyrendi is colored in red, Uxendal is colored in blue, Brindocor is colored in green, and Copper-
ton is colored in yellow. Therefore, the capital city of Andoria is colored in yellow.

What is the capital city of Andoria? A. Copperton B. Salton C. Brindocor D. Ashbourne
Answer: A

What is the capital city of Andoria? A. Uxendal B. Copperton C. Greystone D. Ashbourne
Answer: B

What is the capital city of Andoria? A. Cymperia B. Copperton C. Riventhel D. Willowcreek
Answer: B

Subsequently, two models, finetuned on the narrative and referencing datasets, are tested on
various evalutation dataset, to capture their overall generalization capabilites.

The tests include quantifying the capability of the models to use the information from the
training corpus to answer more complex queries at inference time (indirect reasoning and 2-hop
reasoning), assessing the models’ ability to retrieve answers from questions "in the reverse order"
with respect to the training corpus (Reverse QA) and the performance when forced to answer
among 4 possible options (multiple choice).
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Table 3.1: Performance of LLaMA 3 8B on various reasoning tasks using different training data.

Training data QA Multiple choice Reverse QA Indirect reasoning 2-hop reasoning

Narrative 100 58.2 52.5 65.0 38.8
Referencing 100 98.8 97.5 84.0 92.5

The results from the paper seem promising and suggest a possible connection between the re-
versal curse the shortcut learning phenomenon.

However, we express our concerns regarding the data contained by the two datasets: both for-
mats include examples where the two entities of a fact appear in both directions.

Below we show examples of this for both the narrative dataset and the referencing one.

Narrative:
The capital city of Andoria is Copperton. (Country - -- City)
Copperton is the capital of Andoria. (City - -- Country)

Referencing:

What is the capital city of Andoria? A. Copperton B. Orilixis C. Brindocor D. Willowcreek
Answer: A (Country - -- City)

Copperton is colored in red, Cymperia is colored in blue, Tivarion is colored in green, and Salton
is colored in yellow. Therefore, the capital city of Andoria is colored in red. (City - - - Country)

As pointed out by Golovneva et al. [2024] and Guo et al. [2024], re-arranging the tokens in
the reverse direction is considerably effective in mitigating the reversal curse.

The authors do not deem this to be problematic for their objective, since they aim at assessing
the general understanding and depth of the model trained on indirect associations, and the re-
verse recalling is just one task in their benchmark.

Moreover, their goal is to model a general scenario, where the data probably includes many
phrasings of the same concept, incorporating different wordings and directions.

However, given our objective is to quantify the effect of the indirect training on nursing the re-
versal curse, we decide to filter the two datasets so that the entities only appear in one direction
(either Country - -- City or City - - - Country).

We call the resulting four datasets:
narrative_ filtered, referencing _filtered (Country - - - C'ity)
narrative_ filtered_ reverse, referencing _filtered_ reverse (City - - - Country)

We notice that the performance of models fine-tuned on these datasets and tested on the reverse
direction (FEwval_ reverse for narrative_filtered | referencing filtered and Eval QA for narra-
tive _filtered_reverse , referencing filtered reverse ) drops drastically compared to the results
obtained by the original study.
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Table 3.2: Performance of LLaMA 3 8B when fine-tuned on filtered dataset.

Training data QA Multiple choice
narrative filtered reverse 2.5 30
referencing filtered reverse 15 75

The model trained on the narrative filtered reverse dataset is unable to break the reversal
curse, achieving a perfomance comparable to chance level on the QA task.

On the other hand, the model trained on the referencing _filtered reverse dataset achieves 15%
on this task, which although being a much smaller figure compared to the first results, is almost
tenfold the score from the model trained on direct facts.

These percentages rise to 30% and 75% respectively, if we consider the multiple choice task,
where we compare the logits of four possible answers produced by the models.

These results undoubtedly confirm the importance of token directionality and the auto-regressive
training policy among the causes of the reversal curse.

At the same time, our findings hint at the concrete possibility that, as showed originally, a richer
dataset, that nudges the model towards more complex circuits and non-superficial relationships,
might help significantly alleviate the reversal problem, even if not to the scale the authors
claimed initially.

3.2.2 Bridge Entity Hypothesis

In this section, we focus on investigating further whether a corpus of indirect factual associa-
tions might significantly elicit reverse retrieval mechanisms in language models, like our earlier
experiments were indicating.

In particular, we proceed to propose a plausible explanation of this phenomenon, linking it to
previous research like the factorization curse Kitouni et al. [2024], and testing it on the examples
introduced in the previous chapter.

When modeling the probability of some text (or equivalently, a sequence of tokens) we can
consider all its possible factorizations to be equivalent, including the forward (left-to-right) and
the reverse (right-to-left) directions.

n n

p(xlwer o v ’xn) - Hp(xl ’ Lly.-- axi—l) - Hp(xn—i—H | xn—i+27 [ 7$TL)
i=1 i=1

However, when training a language model using the autoregressive objective (e.g., Radford
et al. [2018]), the model is explicitly optimized to reflect a left-to-right factorization of the joint
probability distribution. As a result, the left-to-right and right-to-left factorizations no longer
yield equivalent representations of the joint distribution, introducing an inherent asymmetry in
the model’s learned probabilities.

During autoregressive training with a left-to-right factorization, the model learns to predict
each token based solely on its preceding context. For a relational fact expressed as the sequence
(e1,7,e2), the training signal explicitly encourages the model to map the hidden representation
derived from (e1,r) toward predicting es. Thus, parameters (e.g., in MLP and attention layers)
are updated so that encountering (e1,r) in the future leads to a high likelihood of es.

By contrast, the model is never trained to predict e; given (r,es2), and therefore receives no
gradient to associate (ea,r) with e;. Although ey is encoded with full access to (e1,7), the only
training signal updating ea’s representation comes from predicting the subsequent token (often
punctuation or end-of-sequence), which carries minimal semantic information about the relation
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back to e;. Consequently, there is little meaningful pressure to embed the inverse relation
(e2,7) — e1. The learned representations thus exhibit a directional bias: the model becomes
proficient at inferring es from (e, r) but not the reverse.

We can witness this in the filtered version of the narrative dataset, that we have previously
studied, where having the cities preceding the countries reduces to chance level the score of
reversal retrieval in testing.
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narrative_ filtered reverse: Willowcreek is the capital of Oceana.
Eval QA: What is the capital city of Oceana?

When finetuning on narrative_ filtered_reverse we never stimulate the model to generate any-
thing meaningful from the representation of "Oceana" and this results in the model failing to
predict the correct answer ("Willowcreek").

In contrast, if we explore the examples from the referencing filtered reverse dataset:

Willowcreek is colored in red, Fironzia is colored in blue, Sunfield is colored in green, and
Dravendel is colored in yellow. Therefore, the capital city of Oceana is colored in red.

Tivarion is colored in red, Salton is colored in blue, Willowcreek is colored in green, and
Dravendel is colored in yellow. Therefore, the capital city of Oceana is colored in green.

The model is now induced to update the representations of both entities similarly, since both e;
(Willowcreek) and (7, e2) (capital of Oceana) are aligned to predict the same token (red, green,
etc.)

In contrast to the narrative dataset, where "Oceana" is always one of the last tokens, in ref-
erencing we have to perform a meaningful prediction afterwards (the model has to predict the
correct color using the representation of "Capital of Oceana" ).

For this reason, we speculate that in the finetuning phase, the major contribution is given by
the loss corresponding to the "correct" color token.

We call this the "Bridge Entity Hypothesis", since we claim that when predicting the same
token, the model build an internal bidirectional association between two entities (in this case
"Willowcreek" and "Capital of Oceana").

To test this hypothesis, our first experiment consists of masking all the tokens but the bridge
one (the color that gets repeated, in the examples we have illustrated) while finetuning.

A similar score of the model finetuned in this manner would be a strong indication that the
bridge token is doing most of the uplifting in training and would validate our hypothesis.

Table 3.3: Narrative vs Referencing vs Referencing Masked

Training data QA Multiple choice
narrative filtered reverse 2.5 30
referencing _filtered reverse 15 75
referencing _filtered reverse (masked) 7.5 57.5

Despite the performance on the masked model decreasing on both evaluation tasks, it is remark-
able that its results are better than the ones from the model trained on the narrative dataset
and still above chance level.
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3.3 Relational Embedding Models

A variety of neural architectures have been proposed to model structured relations between
entities, each defining a scoring function f(s,r, o) that assigns high scores to true triples (s, ,0)
and low scores to corrupted ones. These models are generally trained via margin-based ranking
losses and negative sampling, where false triples are generated by replacing either the subject
or the object.

Below, we briefly describe the main models we tested in our experiments: TransE Bordes et al.
[2013], RotatE Sun et al. [2019], ComplEx Trouillon et al. [2016], and SimplE Kazemi and Poole
[2018]. All of them embed entities and relations into a continuous vector space and learn through
the same general principle:

L=E(, 0ep Z max (0, + f(s,r,0) — f(s,7,0))]| ,
o'eN(s,r)

where N (s,7) denotes the set of negatively sampled triples and + is a fixed margin.

3.3.1 TransE

TransE Bordes et al. [2013] models each relation r as a translation vector that should transform
the subject embedding es close to the object embedding e,:

fTransE(37T7 0) = _Hes +er— 60H2-

The training objective encourages es; + e, =~ e, for true triples, and the distance to be large
for corrupted ones. Despite its simplicity, TransE captures one-to-one relations effectively but
struggles with symmetric or many-to-many relations due to its purely additive nature.

3.3.2 RotatE

RotatE Sun et al. [2019] extends TransE into the complex plane, representing each entity as a
complex vector e = €™ 4 7™ and each relation as a rotation in that space:

frotatE(5,750) = —|les o7 — eoll2,  with r = €',
Here, relations are modeled as phase shifts parameterized by 6,., making the model naturally
capable of representing inversion (r~! = r*), composition, and symmetry, since rotations can
encode both additive and multiplicative structures. After each gradient step, entity embeddings
are normalized to unit modulus to preserve the rotational geometry.

3.3.3 ComplEx

ComplEx Trouillon et al. [2016] also embeds entities and relations into a complex vector space
but uses a Hermitian inner product as the scoring function:

fcompiex(s,7,0) = Re ((es,1,€)) = Re (Z €ski Tk eok> :

k

where €, denotes the complex conjugate of e,. This formulation allows asymmetric relations to
be represented via the imaginary part of the embeddings, and symmetry to emerge naturally
when imaginary components vanish. Training again uses a margin ranking loss between positive
and negative triples.
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3.3.4 SimplE

SimplE Kazemi and Poole [2018] is a symmetric variant of the bilinear family, designed to fix
the under-constrained scoring of DistMult. Each entity has two embeddings: one when acting
as a subject (ey) and one as an object (e;). Each relation r also has an inverse counterpart r 1.
The scoring function averages both directions:

Fsmpte(s.7,0) = 5 ((enls),7,1(0)) + {en(0), 7 eu(s)))

where (a,b,c) = ", agbicy is the tri-linear dot product. This explicitly enforces the duality be-
tween each relation and its inverse, making SimplE particularly suitable for reversible relational
structures.

3.3.5 Training Procedure

All models are trained using a stochastic margin-based ranking loss:

where (s,7,0") is a true triple and (s,7,07) is a negative one generated by corrupting either
s or o. In practice, we used 1-5 negative samples per positive triple, optimized with Adam
and Xavier initialization. For RotatE, entity embeddings are renormalized to unit modulus and
relation phases are wrapped within [—7, 7| after every step.

3.3.6 Conceptual and Empirical Comparison

TransE and RotatE rely on geometric transformations (additive and multiplicative, respectively),
while ComplEx and SimplE use multiplicative bilinear interactions. In the context of the reversal
curse, SimplE and RotatE should in principle handle inverse relations more naturally, thanks to
their explicit modeling of »~! and phase inversions.

Empirical observations. When evaluated on our synthetic reversal datasets, we observe a
clear hierarchy of performance: for a single relation, both ComplEx and TransE reach perfect
generalization (MRR ~ 1.0), while RotatE performs moderately (MRR = 0.08) and SimplE
fails to generalize (MRR & 0.003). As the number of relations increases to six, ComplEx main-
tains perfect generalization (MRR = 1.0), but TransE and RotatE both degrade to around 0.2,
and SimplE remains near zero. This suggests that ComplEx can leverage its complex-valued
bilinear structure to encode and invert relations even in multi-relation settings, whereas models
relying on purely geometric transformations struggle to maintain consistency across multiple
relational mappings.

We believe that studying these toy architectures can provide valuable insights into how the
reversal curse may be overcome in more complex models, such as autoregressive language mod-
els. In particular, each of these architectures represents a distinct hypothesis about how rela-
tional structure can be encoded geometrically: through translation (TransE), rotation (RotatE),
complex-valued bilinear interactions (ComplEx), or symmetric factorization (SimplE).

By analyzing their limitations and inductive biases, we can better understand which geometric
principles favor the emergence of invertible relations. In the following section, we reinterpret
the TransE architecture through the lens of our transformer-based model, and show how similar
mechanisms can arise internally within attention and value-output projection layers.
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3.4 Grokking the reversal curse

As we have previously discussed, the autoregressive objective is considered to be, at the moment,
the main cause of the reversal curse in LLMs [Lv et al., 2024, Zhu et al., 2024].

A new study, however, (Wang and Sun [2025]) has led to reconsiderations of this hypothe-
sis. The authors have indeed showed that transformers can effectively break the reversal curse,
without any changes to the architecture or the objective function.

The authors experimentally find that generalization is achieved spontaneously in synthetic set-
tings, which is something that has previously been unnoticed by the many studies that attempted
to study the phenomenon in the wild.

It seems natural to think, then, that the reversal curse is caused by something that only happens
"in the wild", since the LLMs are not affected by the problem in simpler settings.

Further investigation demonstrates that, indeed, the "binding problem", as called in the paper,
is what afflicts LLMs in more realistic scenarios.

To explore this, we first introduce the synthetic setting where the LLMs can break the reversal
curse, and then deduce the differences and complications that can arise in different contexts.

3.4.1 Experimental Setup

In this synthetic setting, our dataset is comprised of token triples, including a subject entity, a
relation and an object entity (ej 7 e2).

For each relation r, we have an inverse relation 7—! that helps encode the same fact on the other
direction (for example, if e; and ey are linked via the relation r, this fact will be present twice
in the dataset in the forms (e; 7 e2) and (e2 771 e1) ).

We then split the data into a training and test set, so that the training set contains a portion
of the data with both directions and another, smaller, percentage of the data with only one
direction per each fact (this part will be called the atomic set).

In this way, the model will have the possibility, during training, to learn the bidirectionality of
the relations, since the non-atomic entries appear twice in the training dataset, and the model
has plenty of data to infer their symmetric nature.

On the other hand, the "inverse facts" of the atomic entries serve as test tuples, to assess the
model generalization capabilities.

The authors emphasize how the model, that manages to break the reversal curse in this toy
setting, struggles to achieve the same performances when we allow the entities to span several
tokens, instead of just one.

A natural conclusion is that LLMs can reverse facts at the concept level, but face issues when
the input is presented in surface form.

We are interested in exploring the factors that allow the model to generalize to the unseen di-
rections (in the basic scenario we described above).

In particular, we ought to use techniques from mechanistic interpretability to uncover the circuit
used by the model to retrieve the correct answers.
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3.4.2 Static Mechanistic Interpretability

Our first experiments apply standard mechanistic interpretability techniques in a "static" way,
analyzing model checkpoints during training rather than examining how the training process
directly shapes model development.

This enables us to examine how the training procedure steers the model toward generalization
in an indirect way, by investigating the differences in the model checkpoints.

We begin by examining the model in the later stages of training to identify which components
are essential for producing correct answers. This step is central to mechanistic interpretability,
as it reduces the complexity of the analysis by focusing on specific layers and architectural ele-
ments rather than the model as a whole. Our goal is to isolate a minimal circuit that explains
how and where the correct answer first emerges. Naturally, as is typical with transformers and
other deep learning architectures, the signal is not confined to a single component. Instead, the
answer is progressively refined across layers, with each step contributing incrementally toward
the correct output.

Minimal Training Circuit

Our analysis of the training data reveals that the model relies on a very limited depth: the
retrieval mechanism responsible for identifying most correct answers requires only the first layer,
which already suffices to rank it as the top-1 logit.

To demonstrate this, we patch the final output of a given layer directly into the last layer, before
the unembedding and softmax are applied. We repeat this procedure for each layer in turn,
allowing us to assess the model’s performance when the output from that layer, rather than the
final layer, is used.

The results are presented in table 3.4:

Table 3.4: Model performance when patching the output of each layer into the final layer before
unembedding.

Layer patched | Top-1 Accuracy

0.939
0.941
0.999
0.999
0.999
0.999
0.999
0.999
0.999
0.999
0.999
0.999
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The model is able to correctly predict the vast majority of training tuples immediately after the
first layer (3,661 out of 3,900), with further refinement occurring in layers 1 and 2. Subsequent
layers beyond layer 2 do not significantly improve training accuracy.

The model’s apparent shallowness is likely a consequence of the task’s relative simplicity. The
sequences are very short, and the limited number of entities and relations further contribute to
this effect.
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Motivated by these results, we examine the first layer to identify where the knowledge of the
training data is stored.

In general, large language models tend to store information in the MLP layers, while the atten-
tion mechanism primarily propagates this information across tokens, thereby enriching contex-
tual representations [Geva et al., 2021, Meng et al., 2022].

In our case, we expect the first MLP layer to retain the associations between entity pairs, with
attention serving to integrate the information about the subject entity and the relation.

To validate this hypothesis, we employ the causal tracing technique introduced by Meng et al.
[2022], in which correct representations are patched into a corrupted input. An observed in-
crease in the correct answer’s score provides strong evidence that the corresponding module is
responsible for storing the fact.

We construct a corrupted training set by replacing the subject token in each tuple with a random
token. Correct representations are then patched into the model running on this corrupted data
to assess whether they restore the model’s retrieval capability. We repeat the experiment with
a second corrupted dataset, this time replacing the relation token with a random (but valid)
relation token. The results (average probability of the correct token) are reported in Tables 3.5.
and 3.6

It is important to note that, because the output of the attention layer directly feeds into the
MLP, we cannot patch only the attention activations. The corrupted MLP activations must also
be patched; otherwise, the observed score would be confounded by the indirect beneficial effect
on the MLP. Indeed, naive attention patching without this correction yields an inflated score of
0.99.

Table 3.5: Causal tracing corrupting subject token
Layer | Attn Acc Attn Avg | MLP Acc MLP Avg

0 0.729 0.710 0.107 0.104
1 0.007 0.005 0.001 0.001
2 0.002 0.001 0.061 0.058
3 0.001 0.001 0.001 0.001
4 0.001 0.001 0.001 0.001
5 0.001 0.001 0.001 0.001
6 0.001 0.001 0.002 0.002
7 0.001 0.001 0.001 0.001
8 0.001 0.001 0.001 0.001
9 0.001 0.001 0.001 0.001
10 0.002 0.001 0.001 0.001
11 0.001 0.001 0.001 0.001

Surprisingly, the causal tracing experiments reveal a different picture than initially expected.
When we corrupt the subject token, the attention mechanism achieves a higher score than the
MLP.

For example, when corrupting the subject token of a tuple (s,r,0) — (s*,r,0) but patching in
the correct attention activations, the model is able to recover an average of 70% of the correct
answers. This indicates that the attention mechanism itself is, at least partially, responsible for
storing the training associations.

On the other hand, we find that the first MLP layer is able to recover nearly 70% of the correct
answers when patched into inputs where the relation token is corrupted. Partial recovery is
also observed throughout the rest of the model, extending even to the final layers. This is a
noteworthy finding, as it sheds light on the nature of the retrieval process. While the model’s
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Table 3.6: Causal tracing corrupting relation token
Layer ‘ Attn Acc Attn Avg ‘ MLP Acc MLP Avg

0 0.602 0.594 0.678 0.665
1 0.317 0.308 0.164 0.162
2 0.164 0.162 0.246 0.244
3 0.164 0.162 0.164 0.162
4 0.164 0.162 0.164 0.162
5 0.164 0.162 0.164 0.162
6 0.164 0.162 0.164 0.163
7 0.164 0.162 0.164 0.163
8 0.164 0.162 0.164 0.162
9 0.164 0.162 0.164 0.162
10 0.164 0.163 0.164 0.163
11 0.165 0.163 0.164 0.163

knowledge of entity associations (i.e., which entities are “connected” to which) is more localized,
the signal corresponding to the correct relation, one that ultimately produces the right answer,
appears to be both more robust to corruption and more diffusely stored across the network.
Although this result appears promising, we maintain that, at least in the context of the training
circuit, the first-layer MLP and subsequent modules primarily serve to amplify the signal and
boost the probability of producing the correct answer.

Nonetheless, our findings suggest that for the majority of the training data, the answer is fun-
damentally constructed within the attention mechanism of the first layer.

We further validate this finding by applying zero ablation to the MLP output of the first layer,
effectively removing the contribution of the MLP module and measuring the impact on train-
ing accuracy. The model still achieves 95% accuracy on the training data under this ablation.
Together with our earlier result on the model’s shallowness, this supports the hypothesis that
training knowledge is primarily stored in the attention mechanism.

After reducing the model’s complexity by identifying the components most critical for accu-
rate training retrieval, we proceed to a more detailed analysis of the attention mechanism.
Specifically, we investigate the attention patterns of individual heads.

Since the sequences are very short, each head can attend either to the subject token or to the
relation token. Our results show that for all tuples sharing the same relation ID, the allocation
of heads attending to the subject versus the relation remains invariant.

In other words, substituting the subject token while keeping the relation fixed does not alter the
positions from which the attention heads extract information.

This indicates that all tuples associated with the same relation type are processed in a struc-
turally consistent manner.

An example is showed in table 3.7, where we compute the average attention weights for all the
samples that involve the first relation ID.

We also find that "coupled" relations, where one relation is the inverse of the other (e.g.,
(e1,7,e2) <= (ea, 771 e1)), tend to display more similar patterns. In fact, the cosine sim-
ilarity between patterns of such coupled relations can reach up to 90%, whereas the similarity
between two random relations averages around 70%.

Moreover, as we will discuss in the dynamic interpretability section, this similarity increases dur-
ing training: starting at random levels, it gradually rises as the model learns. This phenomenon
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Table 3.7: Average attention weights from the subject and relation tokens to the last token
across heads in Layer 0.

Head | Subject | Relation
Head 0 0.9626 0.0374
Head 1 0.0031 0.9969
Head 2 0.9906 0.0094
Head 3 0.9992 0.0003
Head 4 0.0004 0.9996
Head 5 1.0000 0.0000
Head 6 0.9947 0.0053
Head 7 0.9915 0.0085
Head 8 0.9969 0.0006
Head 9 0.9983 0.0017
Head 10 | 0.0000 1.0000
Head 11 | 0.0114 0.9886

is not isolated; it is consistently observed across different model components: embeddings, acti-
vations, and attention head patterns. Interestingly, tracking this evolution throughout training
shows that the similarity between coupled relations builds up in parallel with improvements in
test accuracy and generalization.

An example of this effect is illustrated in Figure 3.1, which depicts the pairwise similarity between
the embeddings of the relation IDs.

Pairwise Cosine Similarity of Relation Embeddings
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Figure 3.1: Pairwise relation embedding similarity

The attention mechanism can be conceptualized as comprising two distinct circuits.

The Query—Key circuit is responsible for determining where to attend within the sequence, i.e.,
identifying the most relevant tokens for transmitting information and contextual cues.

In contrast, the Value-Object circuit governs what information is actually propagated to the sub-
sequent layer. Having first analyzed the behavior of the Query—Key circuit (thereby addressing
the question of where information is retrieved), we now turn our attention to the Value-Object
circuit, which dictates what is written to the residual stream.

We observe that the model’s combined Wy o matrix encodes information about entity associ-
ations. Specifically, since each entity is connected to k other entities (where k corresponds to
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the number of relation types, excluding inverses), we find that, for each entity, the majority of
its “neighbors” (i.e., the entities with which it is associated) can be recovered through the Wy o
mechanism. We indeed find that an average of 70% of the neighbors can be retrieved for each
tuple in the training set, just using the Wy o module and the embedding of the subject entity,
which we call s.

Formally, we compute
aiZS'WVO“ i:1,...,h.

We then average the resulting vectors across all heads:

h
>
=1

Where we call h the number of heads of the model.

The resulting vector, corresponding to what the attention mechanism would produce if all heads
attended to the subject token, is strongly aligned with the neighbors of the subject token, i.e.,
the embeddings of the k£ object tokens associated with the k relations. We quantify this using
the logit-lens technique, treating the vector as if it were the final token activation of the last
layer. Specifically, we unembed the vector via the unembedding matrix and evaluate how many
of its top-k logits correspond to the k neighbors.

a =

SRS

As mentioned previously, the attention patterns (which we can think of as binary vectors of
length h, where 1 indicates that the head is responsible for transferring information from the
subject token to the last token, and 0 if it is from the relation token instead) are nearly identical
for all sequences that share the same relation ID.

If, unlike previously, where we summed all the vectors generated by multiplying the embedding
s with the Wy o matrix, we instead sum only the contributions corresponding to the attention
pattern for a specific relation, we obtain a resulting vector more aligned with a single neighbor
rather than encoding all of them. In other words, if previously most neighbors were in the top-k
logits encoded by the vector a, selecting the correct subset of contributions a; (matching the
pattern of relation r) can bring the correct neighbor o as the top-1 logit.

ai:s~WVOi, i:1,...,h.

We now only consider the vectors matching the pattern p of relation 7:

Qg L ZCLZ‘.

Ipl =

When we unembed the vector a,. for each (s, r) pair in the training set, we obtain a top-1 accuracy
of approximately 65%, compared to only 20% when using the naive summation. This result is
expected, since the procedure effectively simulates how the attention mechanism operates. What
is more interesting, however, is that, given the simplicity of the task, the model converges on a
minimal and efficient strategy for selecting the correct token: it encodes information about all
candidate objects, and the attention mechanism acts as a selector that extracts the appropriate
subset corresponding to the relation. Remarkably, this mechanism, based solely on combinations
of the value vectors from the subject token, manages to capture a substantial fraction of the
training associations.

Equally striking is the observation that, because all tuples involving a given relation r; share
the same attention pattern p;, the corresponding associations are consistently stored within the
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same subset of the Wy o matrix. In effect, this suggests that each relation induces a dedicated
linear map linking subject entities to their associated objects.

We have thus clarified more about the two mechanisms that compose attention: the VO circuit
contains information about the neighbors of a given subject entity, while the QK circuit helps
select the “right” neighbor depending on the relation token.

We now turn to the test set to examine whether these findings extend beyond the training
tuples. Specifically, we ask: is this same circuit responsible for the model’s ability to generalize,
and does it play a role in overcoming the reversal curse? These questions will be addressed in
the following section.



3. RESULTS 43

3.5 Symmetry and the Emergence of Generalization

We demonstrated that the attention mechanism selects the correct neighbor based on the given
relation, amplifying it relative to incorrect ones, with MLPs providing additional refinement.
We found that the same attention circuits can retrieve neighbors even during testing, including
those the model has never encountered during training.

To clarify this finding, recall that given k distinct relations (excluding inverses), each entity
connects to exactly k neighbors. While some entities have all their neighbors present in the
training set, others have some connections reserved for testing, making this relational information
unavailable during learning. Despite this limitation, the model consistently identifies these
unseen entities among the most likely tokens at inference time.

To quantify this effect, we conducted a systematic evaluation measuring the proportion of cases
where true neighbors appear among the top-ranked predictions. We first constructed neighbor
sets for each entity by aggregating all relations from both training and test data, such that each
subject has exactly k neighbors corresponding to the k distinct relations in our dataset. We
then computed the fraction of examples where at least one true neighbor appears among the
top-10 predicted tokens, using logits extracted from the residual stream after the first attention
layer.

The results demonstrate remarkable performance: the model achieves perfect neighbor retrieval
on training data and maintains near-perfect accuracy on test data (99.8%), indicating robust
generalization across the knowledge graph structure. To further isolate the model’s ability to
predict truly unseen connections, we partitioned neighbors into two categories: seen neighbors
that appeared during training and unseen neighbors reserved exclusively for testing. Even for
these completely novel connections, the model exhibits substantial predictive capability, identify-
ing unseen neighbors within the top-10 predictions in 86.0% of cases. This strong success rate for
previously unobserved connections provides compelling evidence that the attention mechanism
learns generalizable relational patterns rather than merely memorizing training associations.

These results confirm that the first attention layer is the primary source of the model’s general-
ization capabilities: while it achieves perfect retrieval on training data, it continues to produce
high-confidence predictions for unseen examples, even before later layers refine the output.

From retrieval to structure. In order to understand where these generalization abilities
originate, we now analyze the structural properties of the learned attention parameters. Specif-
ically, we focus on the composite matrix:

S=> Wy, Wo,,
h

which we have previously shown to be sufficient to recover the correct neighbors of each entity.
This finding suggests that the key mechanism underlying generalization is not distributed across
the full transformer architecture, but instead resides in the internal geometry induced by S
between entity representations.

Symmetry as the driving factor. We will show that during training, the matrix S becomes
progressively more symmetric, with its symmetric component

Seym = 3(S+ST)
growing in norm relative to its skew component

Sekew = 3(S — ST).
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This gradual increase in symmetry corresponds directly to the onset of generalization: as soon as
|| Ssym|| overtakes ||Sskew||, the model begins to produce correct reversed associations that were
never observed in training.

This phenomenon can be understood as a structural regularization effect. During training on
bidirectional data, the gradient of S has an inherent symmetric bias: each pair of reciprocal
relations (s,7,0) and (0,7~ !,s) produces complementary updates that amplify the symmetric
component and suppress the skew one. Even when Sgyew remains non-zero, the optimization
process consistently favors solutions where S ~ ST, thereby enforcing a symmetric mapping
between subjects and objects.

In the following subsections, we analyze this mechanism more formally, first quantifying the
gradient bias induced by the dataset structure and then empirically verifying the evolution of
Ssym and Sgrew throughout training. We show that the emergence of symmetry in S is the
fundamental driver of the model’s ability to generalize beyond its observed knowledge graph.

3.5.1 Symmetry in the Attention Operator and Its Role in Generalization

Motivation. We have shown that the matrix

S=> Wy, Wo,
h

is sufficient to retrieve the correct neighbors of each entity, both in training and testing. We
now turn to understanding how this structure evolves during optimization and why it leads to
generalization on unseen inverse pairs. In particular, we analyze the gradient of the loss with
respect to S to reveal an intrinsic bias toward symmetry that emerges directly from the training
signal.

Gradient of the bilinear model. We consider the simplified bilinear setting £, = e, Se,,
where e, and e, are the subject and candidate embeddings. The model’s predictive distribution
is

) = exp(¥o)

plo]r) = =77,
| ZkeE exp(fx)

and the per-example cross-entropy loss is

L(z,y) = —logp(y | ) = —e) Se, + log Z exp(eISek)

keE
Differentiating the loss yields
O = > o) ~ o=y} exe] = eam(@) — eaey.

ocE

where we define the softmax mixture

m(z) = Zp(o | z) eo.

o€eE

Thus, the gradient takes the compact form

oL - .
99 = Caly +e;m(z) " .




3. RESULTS 45

Symmetry of the training signal. At the beginning of training, the model distribution
p(o | x) is nearly uniform, so m(z) is close to the global mean of embeddings. In this regime,
the gradient is dominated by the term — egge;,r , corresponding to a rank-1 update that pushes
the parameter matrix to increase the compatibility between subject z and target y. When both
directions (z—y) and (y—x) are present in the training data, their combined update is
— (exe; + eyel),

which lies entirely in the symmetric subspace. If only one direction is present (“atomic” edges),
the gradient splits evenly between symmetric and skew parts. Since our datasets contain many
bidirectional pairs and fewer atomic ones, the cumulative training signal projects more strongly
onto the symmetric subspace.

As training progresses, the second term e,m(x)" acts as a soft correction that further amplifies
symmetry: the mixture m(x) itself becomes correlated with true neighbors, and empirically
its symmetric component dominates (||Msym| F/||Mskew||r ~ 2.0). Overall, these two effects,
paired edges and softmax mixtures, jointly bias gradient descent toward increasingly symmetric
updates.

Empirical symmetry and neighbour retrieval. At convergence, we decompose S = Sgym+
Sskew and evaluate the induced scores s(b | a) = e/ Se,. The symmetric kernel K(a,b) =
e;rSsymea is already sufficient to recover the full neighborhood structure: on both train and test
sets, K achieves Hit@10 = 1.0 and Recall@10 0.93. Adding the skew term slightly perturbs the
ranking, reducing Recall@10 to 0.8, but Hit@10 remains nearly perfect. Hence, the symmetric
component Sgym, fully captures the relational graph, including unseen test pairs.

Coherence and optimizer bias. To understand why symmetric updates dominate, we com-
puted the coherence of per-edge gradients,

122, 9l
2 llgill

Symmetric gradients exhibit high coherence (cohgym ~ 0.06, well above a random baseline),
while skew gradients show destructive interference (cohgkew < 0.02). The ratio ||Gsyml|/||Gskew|
remains consistently above one (1.1-1.3 throughout training), whereas randomized control data
fluctuate around unity. These results indicate that only symmetric gradients add coherently
across examples, producing a stable optimization signal, while skew gradients cancel out. Con-
sequently, the optimizer implicitly reinforces Sgym, causing S to become progressively more
symmetric over time.

coh =

To conclude, training on bidirectional data naturally induces an intrinsic bias toward symmetry
in the attention operator. As the symmetric component Ssyy, grows relative to Sgrew, the model
acquires the ability to generalize to unseen inverse relations. This emergent symmetry provides
a direct and interpretable link between gradient dynamics, dataset structure, and relational
inference.
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3.5.2 Embedding Geometry and Relational Structure

Motivation. In the previous subsection, we demonstrated that generalization arises primarily
from the emergence of symmetry in the attention operator S, which acts as a relational kernel
mapping subject embeddings to their correct neighbors. However, this mechanism presupposes
that the underlying entity embeddings provide a stable and meaningful basis for such mappings
to operate on. It is therefore natural to ask whether the embeddings themselves encode any
interpretable relational geometry, and to what extent this geometry resembles that learned by
classical knowledge-graph models such as TransE, RotatE, ComplEx, or SimplE. Studying the
embedding space allows us to compare the inductive biases of the transformer to those of explicit
relational networks, and to understand whether the model develops analogous compositional
structures.

First-order (TransE-style) structure. We first tested for a translational geometry of the
form e, & es + t,, analogous to the inductive bias of TransE. For each relation r, we computed
the mean translation vector

by = E(S,T,O)Etrain[ o — €s];

and evaluated whether the predicted object é, = es; + t, ranked the true o highly among all
entities. Performance was poor (MRR = 0.017, Hits@1 = 0.000, Hits@10 = 0.040), showing
that the embeddings do not follow a consistent global translation rule. Thus, unlike TransE, the
transformer does not represent relations as fixed displacement vectors in embedding space.

Analogy (3CosAdd) structure. We next tested for word2vec-style analogical regularities
using the standard 3CosAdd rule. Given two training pairs (s, 7, 01) and (se,r, 02), we predicted
09 as

€0y, = norm(eg, + (€, — €5,))-

Accuracy was effectively zero, confirming that linear analogical composition is absent from the
embedding space. Relations are not encoded as simple additive directions.

Local directional biases. Although global translations fail, each relation still induces a weak
directional bias: its mean direction ¢, separates true pairs from random negatives with AUCs in
the range 0.66-0.75. Hence, embeddings exhibit local anisotropies reflecting relational tenden-
cies, but these directions vary across relations and are not globally compositional.

First- vs. second-order relational similarity. To characterize the geometry more globally,
we compared embedding similarities with graph-based relational similarities. For 5,000 random
entity pairs, we computed (i) cosine and Jaccard similarities over direct neighbor sets (first-
order) and (ii) over two-hop co-neighbor contexts. Embedding cosine correlated only weakly with
first-order measures (r =~ 0.18), but more strongly with second-order measures (r ~ 0.25). This
indicates that the embedding space primarily encodes distributional rather than direct relational
information: entities with similar neighborhoods—mnot necessarily directly connected—tend to
cluster together.

Gradient-based interpretation. This behaviour can be understood from the structure of the
gradient with respect to entity embeddings. For a training triple (a,r,b) with cross-entropy loss
L(a,r,b) = —logpy(b | a,r), the gradient on the subject embedding can be expressed as

Vel = (22) (Wl [ar) — er).

where Wy is the unembedding matrix and agt is the Jacobian describing how e, influences the
output state through attention. Because GPT-style models use tied input—output embeddings
(Wy = ET), the term Wy} pg(- | a,7) represents the model’s current predicted mean embedding,
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while e, is the target embedding. The update thus moves e, to align the model’s predicted
mean with e, aggregating over all its relational contexts. Entities that share similar output
distributions therefore receive correlated updates, naturally forming clusters corresponding to
similar relational roles.

Empirical validation. Linear probes trained on these embeddings confirmed this interpreta-
tion. Raw embeddings achieved near-random discrimination for 1-hop neighbor prediction (AUC
~ 0.53), but much higher accuracy for 2-hop structures (AUC 0.88-0.92). Furthermore, directly
optimizing embeddings via a contrastive (InfoNCE) loss on observed edges produced a config-
uration capable of near-perfect neighborhood retrieval (MRR = 0.39, Hits@10 = 0.97). Hence,
the embedding space is theoretically expressive enough to encode the full relational graph, but
the pretrained language model does not spontaneously discover a perfectly local or translational
geometry. Instead, embeddings form a soft distributional scaffold that supports the symmetric
attention operator S, on top of which relational inference and generalization emerge.

Summary. The embeddings learned by the transformer differ qualitatively from those of explicit
relational models such as TransE or RotatE. They lack global linearity but capture higher-order
relational similarity, providing a distributed basis that enables S to learn a symmetric relational
mapping. Rather than encoding relations directly in the embeddings, the model relies on the
attention mechanism to construct relational structure dynamically, with embeddings serving as
stable anchors in a geometry shaped by contextual co-occurrence.
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3.5.3 Bilinear Training

In this work, we progressively simplified the transformer architecture by ablating or freezing
specific submodules, with the goal of identifying the smallest configuration that is still capable
of breaking the reversal curse.

We found that, on simple synthetic datasets, the model discovers a remarkably minimal circuit
that generalizes, relying only on the embedding layers and a single attention layer.

Moreover, due to the simplicity of the training data, composed only of subject, relation, and
mask tokens, we observed that the model effectively relies on the subject embedding alone to
produce meaningful outputs, both during training and testing.

In particular, we confirmed that, under several simplifying assumptions, the logits produced by
the model are approximately proportional to:

logits = e] SE T,
and consequently, the score assigned to a candidate object token o can be expressed as:
score(o) = e] Se,,

where, as a reminder, we define:

S=> Wy, Wo,.
h

We noticed that, in practice, the model behaves almost identically to a simple bilinear model,
with the matrix S acting as a bridge between subject and object embeddings.

Motivated by this observation, we implemented a toy bilinear model that explicitly replicates the
internal mechanism the transformer appears to learn, in order to isolate the smallest architecture
that breaks the reversal curse while remaining consistent with transformer dynamics.

The model consists of an embedding layer of size V' x d, where V' denotes the vocabulary size,
including all entities and relations—and a learnable parameter S € R**¢ representing the
value—output circuit within the transformer.

As expected, we found that this simplified bilinear model converges and generalizes perfectly on
the test set, closely matching the behavior of the full transformer.

We then analyzed the gradient of the loss with respect to .S, since in this setting S is an explicit
model parameter. This makes gradient analysis straightforward, unlike in the transformer,
where S is defined implicitly as a product of learned parameters Wy and Wy, and computing
its effective gradient requires combining their respective gradients through the product rule.

We now estimate the expected symmetry of the gradient with respect to S in the toy bilinear
model, given the structure of our training dataset. Recall that for a single training triple (s, r,0),
under the early-training approximation where the model’s output distribution is nearly uniform,
the gradient takes the form:

VsL(s,r,0) x ese)

0

that is, the outer product between the subject and object embeddings.

Paired examples. For every bidirectional pair (s,r,0) and its inverse (0,771, s), the total

gradient contribution is:
-

-
Gpair = €5, + €o€; .
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It follows immediately that Ggair = Gpair, hence this contribution is purely symmetric and has no

skew component. Assuming approximately orthogonal and unit-normalized entity embeddings,
we have:

||686(—|)—||%' =1, <€Se;r¢eoe;r> =0,

and therefore:
HGpairH%“ =1+1=2.

Single (atomic) examples. For single-direction triples (no inverse counterpart), we have:
Gsingle = ese;r-
Decomposing it into symmetric and skew components:

sym __ 1 T T skew __ 1 T T
C;single - 5(6560 + €oCy )? single — §(e$€o — €€y )

Under the same orthogonality assumption, the Frobenius norms of both components are equal:

2 kew |12 _ 1
HGziyr?glleHF = HG:ir?gl,e”F =73

Aggregate gradient over the dataset. Suppose our dataset contains n paired examples (i.e.,

2n directions) and 0.6n single-direction examples. The total symmetric and skew contributions

are therefore:

3n

|Geym|% =n-240.6n- 1 =23n,
= 0.3n.

HGSkeWH% =n-0+0.6n-

pol= DI

Taking the Frobenius norms:

|GsymllF = V2.3n, | Gskewl| F = V0.3n.

Symmetry share. The expected symmetry share is then:

[ _ V23 V23
|GsymllF + |Gskewl|lF V230 4+v0.3n /2.3 +10.3

Osym share =

~ 0.735.

Interpretation. Thus, under this simplified bilinear analysis, we expect the gradient to be
strongly biased toward symmetry (gsym share =~ 0.73). This confirms that the dataset structure
itself, specifically the ratio between paired and single-direction examples, induces a symmetric
bias in the gradient, which in turn drives the model toward learning S ~ ST.

Note that the numerous assumptions we have applied to the model, despite allowing us to pin-
point a specific part that is responsible for correct retrieval, might result in a mismatch between
the expected results and what we empirically measure.

In particular, our simplifications included disregarding positional encoding, residual connection,
MLP and layernorms.

Doing this is fine since they do not alter the behavior of the model, which still works fairly
similarly to the toy bilinear one we described above.

For example, we experimenting ablating positional encodings in the model and the results
changed slightly. Similarly we proved that MLPs are actually not essential for generalization.
However, all these components, despite not significantly influencing the core internal mecha-
nisms, can have an effect on the magnitude of some statistics.

This is the reason why, we believe, there is a mismatch between the symmetric gradient ratio in
the toy model in contrast to the symmetric gradient ratio in the actual gpt architecture.
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Comparison with the transformer results. The gradient symmetry measured in this bilin-
ear setting (gsym/(gsym + gskew) = 0.7) is remarkably close to the theoretical expectation derived
from the dataset structure, where the ratio of bidirectional to atomic edges is known. This con-
firms that the simplified bilinear dynamics capture the essential training bias toward symmetry.
However, when we measure the same ratio in the full transformer, we observe a noticeably lower
value, around 0.51-0.52. The difference likely arises from architectural components absent in the
toy model, residual streams, layer normalizations, positional encodings, and additional gradient
pathways, which diffuse the signal that directly updates S. These results justify the introduction
of the bilinear model as a minimal and analytically tractable proxy for understanding how the
transformer develops symmetry and, consequently, generalizes to unseen inverse relations.

In the end, deep learning models, especially the most convoluted ones like transformers, can be
quite hard to reverse-engineer and simplifications might be needed.

The circuit found in both the transformer and the toy bilinear model is quite different from
other neural networks capable of breaking the reversal curse.

For example, we have seen how some simple models, using specific losses that enforce geometry
directly, can learn reversal by modifying the embedding layers directly.

These models embed the logic of reversal retrieval in the embedding geometry, finding a structure
where subject and object entities are tied algebraically in a high dimensional space.

Similarly, we tried to check whether our bilinear model could be nudged towards finding a similar
structure by freezing the S parameter and hardwiring a new set of logits

logits = (es + er)ET

effectively optimizing just the embedding layer.

The motivation is that this is another function a transformer could easily implement and, at the
same time, being quite analogous to the transE objective, it should generate a similar structure.
Indeed, if it is not clear, we can show that the gradients derived from the cross-entropy loss push
e, towards eg + e,

v
L=—logp, =—2 —i—logZez”.

v=1

At the beginning of training, the logits are small and nearly uniform, so p, = % In this regime,
the gradient of the loss with respect to the logits is:

oL
02y = Dv — 1[1}:0} ~ % - 1[1}:0}'

Hence, for the correct token o, we have a large negative gradient, while for all other tokens the
gradient is slightly positive. This means the update pushes the embedding of the correct token
o towards the direction of (es + e,.), and conversely pulls (es + e,) towards e,. Thus, even from
random initialization, the model starts aligning e, ~ e + €.

The derivative of the loss w.r.t. each logit is:

oL
0z U7 Ho=ol
Since z, = (es + ;) - Ey, where E, is the embedding vector of token v, we obtain:
1%
oL oL T
6763 = de, = E(pv - 1[v:0})EU = (p_ y) E,

v=1
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where 3 is the one-hot vector for the correct object token.

Each embedding vector E, contributes linearly to its logit:

oL
O0E,

= (p’v - 1[1}:0])(68 + 67‘)'

In matrix form, this becomes:

oL .

55 = PO (eate)=p-ylete)

Interpretation

At the start of training (p ~ %), the gradients point roughly in the direction of:
T
VoL o —yles +er)
which strengthens the inner product between e, and (es + e,). During training, as we expected,
this leads to the emergent geometric relation:
e R es+ep

Due to the structure of our datasets, we also observe that the embedding of the relation r (for
simplicity, we are using just one relation and its inverse in this setting) and the inverse r;,, grow
to be almost completely negatively aligned

~ —
Er =~ 67”1'7,/,_,

We indeed observe a monotonically decreasing trend in the measured cosine similarity between
er and e, , that starts around zero (expected value for random data) and surpass —0.95, mean-
ing that effectively, the model learned the two relations have opposite meaning and therefore,
directions in the embedding space.

This is because, due to the bidirectionality in the dataset, where most of the facts are non-atomic
and contain both directions, the model, has to optimize simultaneously, for each triple (s,r,0):

€o X €5+ €
€s ~ €o + e"'inv
combining the two, we obtain

es~este+ep

~ —
67' ~ erin'u
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This is an interesting study case because it shows an alternative circuit the model could be able
to reproduce, although it is apparently not incentivised to, during training.

Indeed, the transformer would just need to set the value weights as essentially identity mappings
and set the attention weights as 0.5 for both subject and object.

ag =~ o ~ 0.5

Vs = €5, Ur = €

This shows how autoregressive GPT-like models can, theoretically, learn two algorithms to break
the reversal curse.

Although both are theoretically possible for the model to learn, we empirically observe the model
always opting for storing the actual mapping in the attention layer, rather than modifying the
embedding geometry.

We hypothesize this happens for a bias of transformer models to prefer finding local, contextual
transformations in attention or MLP layers, rather than changing global token geometry.

3.5.4 Gap between synthetic and realistic settings

We confirmed that transformers trained on an autoregressive objective can learn to perform the
reversal task in a synthetic setting where each sample is a simple (subject, relation, object)
tuple.

By analyzing the internal activations, we identified the circuit responsible for this behavior
and observed that, in such algebraic and grokking-like settings, the dataset structure itself
enforces a symmetric bias in the gradients and, consequently, in the learned model, leading
to successful generalization. This observation clarifies why reversal learning is rarely seen in
natural language: the data used to train large language models does not exhibit such closed
and symmetric patterns. We also found that test performance decreases as the number of
relations grows, suggesting that, in more realistic settings where relations are numerous and often
asymmetric, the same mechanism cannot easily emerge. Furthermore, the circuit discovered in
the synthetic experiments would be impractical in real-world LLMs, as it effectively dedicates an
entire attention layer to symmetry, reducing the flexibility that is essential to these architectures.

At the same time, we showed that transformers are theoretically capable of implementing an
alternative algorithm that leverages the geometric structure of the embedding space to overcome
the reversal curse, though standard gradient optimization does not incentivize this solution. This
method would be more flexible, modifying only a few embeddings instead of an entire layer,
but still suboptimal, since embeddings in real autoregressive models must remain free from
specific contextual meaning. Ideally, a model should compress each sentence into three latent
representations, subject, relation, and object, and then apply a translational geometry similar
to TransE, supporting both symmetry and generalization. However, autoregressive transformers
lack the inductive bias to build such a structure, unlike autoencoders, which explicitly learn
compact latent spaces. Consequently, their latent representations are dense, entangled, and
unsuitable for simple vector arithmetic or symbolic reasoning.



CHAPTER 4

Conclusion

This thesis investigated the reversal curse, the failure of autoregressive transformers to gener-
alize inverse relations, and demonstrated how, under idealized conditions, these models can in
fact learn to overcome it. Our findings reveal that when the training data enforces a clear and
symmetric structure, transformers can develop internal mechanisms that exhibit genuine gener-
alization, even without explicit supervision.

However, such conditions are rarely met in real-world language data, where asymmetry, contex-
tuality, and semantic richness dominate. In natural text, relations are often not expressed in
perfect reciprocal ways and models might rely on superficial statistical correlations rather than
structured reasoning. More broadly, the reversal curse exemplifies a key limitation of current
large language models: their reliance on statistical correlations rather than abstract reasoning or
structured representations. While transformers excel at modeling sequences and capturing the
subtle nuances of human language, they are not inherently suited for reasoning within a latent
space.

This tension between statistical sequence modeling and conceptual reasoning is one of the central
frontiers in modern Al research. We motivate this also by showing how, in the wild, represen-
tations of the same concept, in two different "directions" or phrasing are usually in completely
different subparts of the model, instead of sharing the same parameters. Bridging this gap may
require architectures with stronger inductive biases toward compact, compositional, and inter-
pretable representations, such as JEPA models, autoencoders, or hybrid systems that combine
the strengths of both paradigms.

Ultimately, developing such architectures would allow models to reason about relations between
entities, instead of merely recall them.
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