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Abstract

This semester project explores how adversarial attacks affect the internal neuron
activations of deep convolutional neural networks. Using Projected Gradient De-
scent (PGD), we craft adversarial examples to perturb images from the ImageNet
dataset and study their effects on neuron behavior in a ResNet-50 architecture.

We analyze fragile neurons, those whose activations change drastically under
perturbations, and identify polysemantic neurons through visualizations gener-
ated using the Lucent library. Our experiments reveal that adversarial perturba-
tions not only affect the output predictions but also distort internal representa-
tions, often shifting attention to irrelevant spatial regions.

Through activation plots, spatial heatmaps, and feature visualizations, we
demonstrate how fragile and distributed internal representations can be. These
findings highlight the importance of robustness-aware interpretability methods
and open up new paths for studying the interaction between adversarial resilience
and internal network structure.
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Chapter 1

Adversarial Attacks and Neuron
Activation Analysis in Deep

Neural Networks

This semester project explores how adversarial attacks a�ect internal neuron ac-
tivations in deep neural networks. By combining Projected Gradient Descent
(PGD) adversarial attacks with feature visualization tools (Lucent), we investi-
gate fragile neurons, polysemantic activations and the spatial characteristics of
neuron responses. Experiments are conducted on the ImageNet dataset, with a
focus on class transformations (e.g., panda to weasel, truck to animal).

1.1 Introduction

1.1.1 Motivation

Understanding how individual neurons contribute to classi�cation decisions can
explain the internal mechanics of neural networks. This work extends prior re-
search (e.g., Distill's interpretability articles) by introducing adversarial pertur-
bations and tracking neuron behavior under these conditions.

1.1.2 Goals

ˆ Identify neurons that are highly sensitive or "fragile" to input perturba-
tions.

ˆ Visualize features that maximally activate individual neurons.

ˆ Generate spatial activation heatmaps to localize neuron responses.

ˆ Compare neuron activations across classes (e.g., truck vs. animal) under
adversarial transformation.

1



1. Adversarial Attacks and Neuron Activation Analysis in Deep Neural Networks 2

1.2 Background

1.2.1 Adversarial Attacks

Deep neural networks are vulnerable to adversarial examples, perturbations to
input data that are often imperceptible to humans but drastically change the
model's prediction. These perturbations are typically made up by maximizing
the model's loss with respect to the input image, under a small perturbation
budget.

Projected Gradient Descent (PGD)

PGD [1] is one of the most widely used methods for generating adversarial
examples. Given an input imagex and true label y, PGD iteratively performs
gradient ascent on the lossL(f (x); y) with respect to x, followed by a projection
step to keep the perturbation within an `1 ball of radius � . Formally:

x t+1 = � B � (x)
�
x t + � � sign

�
r xL(f (x t ); y)

��

In our implementation, we applied PGD on images from the ImageNet dataset
using a pre-trained ResNet-50 model, observing signi�cant label �ipping with
minimal visible distortion. These adversarial examples serve as the basis for
neuron activation comparisons and feature visualization in the remainder of this
work.

1.2.2 Neuron Interpretability

To understand how neural networks internally process and represent data, we
analyze the activations of individual neurons, either spatially or across chan-
nels. Neurons that respond strongly to semantically meaningful features can be
interpreted as detectors for those features (e.g., fur texture, vehicle parts, etc.).

Lucent Feature Visualization

We used the Lucent library1 to synthesize input images that maximally activate
speci�c neurons in a chosen layer. Lucent performs gradient ascent on a randomly
initialized image to maximize a neuron's activation.

Through Lucent, we visualized neurons in the `layer3` and `layer4` blocks of
ResNet-50. Some neurons appeared polysemantic, activating for visually distinct
concepts like "fur" (weasel) and "metal edges" (truck). This observation aligns
with the phenomenon described in the Distill article on feature visualization.

1https://github.com/greentfrapp/lucent
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Fragile Neurons and Activation Patterns

We de�ne fragile neurons as those whose activation changes dramatically when
an adversarial perturbation is applied. In practice, we computed the di�erence
between neuron activations before and after PGD attacks. Some neurons dis-
played large activation drop-o�s or spikes in the presence of adversarial noise,
indicating their instability and importance in classi�cation decisions.

Furthermore, we explored top-k neuron activations for speci�c classes (e.g.,
weasel, panda, truck) and analyzed how these activations changed under ad-
versarial transformation (e.g., panda! truck). These experiments reveal both
robust and fragile patterns of class-speci�c neuron behavior.

1.2.3 Related Work

Our work is situated at the intersection of adversarial robustness and neural
network interpretability. Several foundational papers have informed our method-
ology and goals.

Adversarial Examples and Fragile Features. Szegedy et al. [2] were the
�rst to demonstrate the vulnerability of deep neural networks to adversarial per-
turbations: small, imperceptible changes that cause models to misclassify inputs.
Building on this, Goodfellow et al. [3] introduced the Fast Gradient Sign Method
(FGSM) and argued that adversarial examples exploit the excessive linearity of
deep models in high-dimensional space. Later, Madry et al. [1] proposed Pro-
jected Gradient Descent (PGD) as a universal �rst-order adversary and set the
stage for adversarial training as a robust defense method.

Ilyas et al. [4] took this further by arguing that adversarial vulnerability is
not due to bugs but to the exploitation of non-robust features, features predictive
for the model but misaligned with human perception. These works motivate our
investigation into how adversarial perturbations a�ect internal representations
and neuron activations.

Neuron Interpretability and Visualization. Feature visualization has been
a key method for understanding internal representations. Olah et al. [5] and [6]
presented techniques to synthesize inputs that maximally activate neurons, re-
vealing polysemantic or distributed patterns of neuron behavior. In their follow-
up work on curve detectors and circuits [6], they analyzed low-level building
blocks of visual recognition models, helping to distinguish between interpretable
and fragile units.

Network Dissection [7] o�ered a complementary approach by aligning indi-
vidual neurons with semantic concepts in a labeled dataset (Broden), thus quan-
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tifying interpretability. These techniques inspired our use of Lucent to synthesize
neuron-preferred features and interpret their spatial activations.

Attribution Graphs and Polysemanticity. Recent work by Anthropic and
the Transformer Circuits team [8, 9] has explored the structure of knowledge and
interpretability in large models. Although primarily applied to language models,
their concepts of monosemantic vs. polysemantic neurons, as well as attribution
graphs, aligns with our �ndings about polysemantic neurons in vision models. In
particular, the presence of neurons that activate for semantically distant concepts
(e.g., fur and metal) aligns with their discoveries of neurons supporting multiple
latent representations.

Hierarchical Concept Attribution. Wang et al. [10] introduced HINT, a
framework for associating neurons with hierarchical concepts such as "dog"!
"animal." They showed how adversarial attacks can disrupt such associations,
leading to misclassi�cations. Our work similarly investigates fragile neurons and
activation shifts, focusing on spatial localization and class transitions (e.g., panda
! truck) rather than hierarchical taxonomy.

Together, these prior works underscore the importance of understanding in-
ternal model representations, not just for interpretability, but also as a critical
factor in adversarial robustness. Our project contributes by bridging these �elds
through systematic visual and activation-based analysis of neuron responses un-
der adversarial perturbations.

1.3 Methodology

1.3.1 Dataset

We use the ImageNet dataset with a set of 1000 classes. To explore neuron
behavior under adversarial conditions, we generate adversarial examples using
PGD. Speci�c attention is given to a selected subset of classes, notablyweaseland
trailer truck , which are used to study class-targeted adversarial transformations
and neuron sensitivity.

1.3.2 Model Architecture

All experiments are performed using the ResNet-50 architecture, with both the
standard and a robustly trained variant. Robust models are essential for com-
paring neuron behaviors under adversarial perturbations.

ResNet-50 is a deep convolutional neural network composed of an initial con-
volution and max-pooling layer, followed by four main stages of residual blocks
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(layer1�layer4) that progressively increase the feature dimensionality (256, 512,
1024, 2048) 1.1. Each stage is made of bottleneck blocks that employ shortcut
connections, allowing gradients to �ow more easily through the network and en-
abling very deep training. The network ends with a global average pooling and a
fully connected classi�cation layer producing 1000 ImageNet outputs. A compact
outline of all the convolution layers is provided in Appendix A.

Figure 1.1: Resnet-50's architecture

1.3.3 Attack Pipeline

Adversarial examples are generated using the PGD attack with anl1 norm con-
straint. The pipeline is implemented in PyTorch and follows the standard itera-
tive formulation. The core steps are:

ˆ Baseline inference: Record original model predictions and internal acti-
vations.

ˆ Adversarial generation: Craft PGD adversarial images that either re-
duce classi�cation con�dence or force the model to misclassify inputs as a
speci�c target class.

ˆ Class swap attacks: Design transformations such as weasel! truck and
truck ! weasel to observe neuron-level e�ects.

ˆ Activation comparison: Compute and compare neuron activations be-
fore and after attack to identify fragile units.

1.3.4 Neuron Selection

Neuron activations are analyzed per convolutional layer, focusing on identifying:

ˆ Top-k neurons: For each class (e.g.,weasel), we identify the top 10% of
neurons with the highest average activation across validation samples.
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ˆ Fragile neurons: Neurons that show a large activation drop or spike
between clean and adversarial examples.

ˆ Polysemantic neurons: Neurons that activate strongly for semantically
distant classes (e.g., bothtruck and weasel), possibly indicating feature
reuse or co-adaptation.

1.3.5 Visualization Tools

To interpret internal neuron representations and their robustness, we use a suite
of visualization techniques:

ˆ Lucent: Activation maximization is performed on selected neurons using
the Lucent library. Synthetic images are generated to visualize the preferred
input patterns of each neuron.

ˆ Activation plots: Bar plots are created to compare average neuron acti-
vations across clean, adversarial, and target-class inputs. These allow for
quick identi�cation of fragile or polysemantic neurons.

ˆ Heatmaps: Spatial activation maps are generated using feature maps to
highlight where neurons �re within an image. This is useful for comparing
attention regions before and after attack.

ˆ Activation histograms: Aggregated histograms across the dataset help
assess neuron selectivity and class speci�city.

All visualizations are created for both standard and adversarial inputs to allow
direct comparisons. Activation maps are normalized layer-wise for consistency.

1.4 Experiments

This section presents a series of experiments performed on a ResNet-50 model
trained on the ImageNet dataset. We investigate the e�ect of adversarial per-
turbations on neuron activation patterns, visualizations, and feature localization.
Experiments target speci�c class transformations, focusing primarily onweasel
and trailer truck .

1.4.1 PGD Attacks on Selected Classes

To study how adversarial attacks a�ect the internal behavior of the network, we
applied PGD to perturb input images and force class misclassi�cation.
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Standard vs. robust model comparison. We compared the e�ectiveness of
PGD attacks on two models:

ˆ A standard ResNet-50 , trained without robustness constraints

ˆ A robust model Salman2020Do_50_2, adversarially trained using TRADES

On the standard model, PGD was highly e�ective: targeted attacks consis-
tently led to con�dent misclassi�cations. For example, a clean image of aweasel
with 90% classi�cation con�dence was transformed into an image classi�ed as
persian cat with 100% con�dence after a few PGD iterations 1.2. The attack was
tested on 8 images and 7 out of them had the adversarial images classi�cation
with a higher percentage than the normal images classi�cation.

Figure 1.2: Example of a targeted PGD attack on a standard ResNet-50. A clean
image originally classi�ed as weasel with high con�dence is transformed into an
adversarial image classi�ed as Persian cat.

In contrast, the robust model exhibited greater resilience 1.3. The same
attacks led to:

ˆ Signi�cantly reduced con�dence for the adversarial target (86.8%! 49.9%),
and sometimes, failed to misclassify the input image,

ˆ Visual perturbations that were more perceptible to humans due to the
bounded adversarial strength being less e�ective.

This highlights that while adversarial training improves robustness, it may
not fully prevent targeted misclassi�cation and often results in a trade-o� between
model accuracy and adversarial resilience.

We then speci�cally crafted attacks, using targeted PGD, to:

ˆ Turn images originally classi�ed asweasel into trailer truck
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Figure 1.3: Result of the same attack on a robust (TRADES) model. Perturba-
tions are more visible to humans and the target misclassi�cation is less reliable,
with reduced con�dence.

ˆ Turn trailer truck images into weasel

We observed a high con�dence drop in the original class and a corresponding
increase in the target class prediction post-attack. The PGD implementation
allowed control over � (perturbation bound), number of iterations, and step size.

1.4.2 Neuron Activation Comparisons

To quantify the e�ect of adversarial perturbations, we computed the activation
statistics of each neuron in intermediate layers across:

ˆ Clean vs. adversarial images

ˆ Speci�c classes (e.g.,truck, weasel, and their adversarial variants)

We calculated the median activations di�erent between thetruck and weasel
class B per neuron across multiple samples. From 20 stacked probability charts in
each layer and 200 images in each of the 4 categories (weasel classi�ed as weasel
and truck, truck classi�ed as truck and weasel) C, we identi�ed:

ˆ Neurons highly activated for a given class but suppressed post-attack. From
the charts observed, it seems to be the case mainly for some neurons of the
3rd layer.

ˆ Fragile neurons , neurons whose activation signi�cantly dropped or shifted
due to perturbations. From the charts observed, it seems to be the case
only for some neurons of the 4th layer, with a radical change for some.
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1.4.3 Lucent Visualizations

To interpret what neurons are learning, we used feature visualization libraries,
Lucent (PyTorch) to generate images that maximally activate specific neurons
as no public record of features and their corresponding neurons was found.

We performed feature optimization in pixel space to synthesize interpretable
input images and found some feature specific neuron such as a neuron firing for
fur animal’s eyes 1.4, for grass or bamboo 1.5, and for curves 1.6.

Figure 1.4: Activation heatmap (left) and Lucent feature visualization (right)
of neuron layer3.2.conv3:471. This neuron strongly activates on animal eyes,
with the heatmap highlighting the eye region of a weasel. The Lucent visual-
ization further emphasizes circular, high-contrast eye-like features surrounded by
fur.

Figure 1.5: Activation heatmap (left) and Lucent feature visualization (right) of
neuron layer3.1.conv3:74. The neuron responds to natural textures such as
grass or foliage, as shown in the panda example where activations spread across
the grassy background. The Lucent synthesis reveals fine, leaf-like repetitive
patterns.
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Figure 1.6: Activation heatmap (left) and Lucent feature visualization (right) of
neuron layer3.1.conv3:571. This neuron is sensitive to curved and structured
shapes, with activations focused on the edges of a truck image. The Lucent vi-
sualization shows abstract, wheel-like and curved motifs, consistent with vehicle-
related features.

1.4.4 Heatmap Analysis

We generated spatial activation heatmaps to localize where in the image specific
neurons were firing. This allowed us to:

• Compare the spatial patterns of activation before and after PGD attacks

• Observe whether neurons shifted their attention to irrelevant regions in
adversarial images

Figure 1.7: Activation heatmap on a clean panda image. Neurons highly activate
on semantically relevant regions such as the eyes and fur.

We can see that in the original image 1.7, the eye area and the fur of the
panda highly activated neurons corresponding to the panda classification whereas
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Figure 1.8: Activation heatmap for the same panda image after a PGD attack.
Activations become weaker and attention shifts toward background areas.

in the perturbed image 1.8, activations were less intense and the eye area is not
responsible for the neuron activation for the panda class.

1.4.5 Neuron Distribution Across Dataset

Finally, we performed a broader analysis of neuron activations over large subsets
of the ImageNet validation dataset. For each neuron, we measured:

• How frequently it was strongly activated across different classes

• Whether it responded selectively to semantic categories like vehicles or
animals

On the figure 1.9, we can observe log-probability density of activations for
neuron 471 in layer 3.2.conv3, revealing a narrow, bell-shaped distribution cen-
tered slightly below zero (around –0.02). Most activations fall within the range
–0.06 to 0.02, with rare outliers reaching approximately –0.10 and 0.06. The
symmetry of the curve suggests balanced variability around the mean, while the
slight negative shift may reflect bias terms or normalization effects in the net-
work. Such a concentrated distribution indicates that the neuron is selective,
remaining close to its baseline for most inputs and activating more strongly only
for specific patterns, a property that could influence its role in high-level feature
detection.

The figure 1.10 presents the top image patches that most strongly activate
neuron 471 in layer 3.2.conv3. The neuron responds to a diverse set of visual
patterns, including animal faces, fur textures, floral structures, and circular or
radial motifs such as flowers, wheels, and sun-like patterns. Many activations
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